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Preface
As the meeting point of several diverse fields, Digital Libraries encompass many different
notions of personalization and contextualization. The PERSDL2007 workshop, the 10th in the
series of thematic workshops organized by the DELOS Network of Excellence
(http://www.delos.info/), had as its theme “Personalized Access, Profile Management, and
Context Awareness in Digital Libraries” and aimed at providing a forum for presentation of the
latest research results, new technology developments, and new applications in the areas of
personalized access, profile management, and context awareness in digital libraries.
The workshop was held in Corfu, Greece, June 29-30, 2007, in conjunction with the UM 2007
Conference. It included 2 keynote talks and 12 papers organized in five sessions. All papers as
well as extended abstracts of the two keynote talks are included here.
Bamshad Mobasher (DePaul University), an expert in web mining and web personalization,
outlined some of the major issues in building secure personalization systems, concentrating, in
particular, on the modeling of attacks, their impact on various algorithms, and methods for
automatic detection of attack profiles. Massimo Melucci (University of Padua, Italy), an expert
in information retrieval, described how context provides a new perspective in information
retrieval and presented a principled approach to modeling and ranking information objects in
context using vector spaces.
The program committee for this workshop consisted of 19 members and was chaired by Werner
Kiessling (University of Ausburg, Germany) and Georgia Koutrika (Stanford University, USA). It
accepted 12 papers out of 23 submissions.
We would like to thank all the people who have supported and helped in the organization of this
workshop: the authors and presenters of the papers, the reviewers for their effort and help in
preparing the workshop’s program, and the organizers. In particular, we would like to thank
Yannis Stavrakas (National Technical University of Athens, Hellas) for the smooth organization
of the workshop.

Program Committee Chairs
Werner Kiessling (University Augsburg, Germany)
Georgia Koutrika (Stanford University, USA)
General Chairs
Tiziana Catarci (Università di Roma “La Sapienza”, Italy)
Yannis Ioannidis (University of Athens, Hellas)
Timos Sellis (National Technical University of Athens, Hellas)
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Secure Personalization:
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Abstract

of effort, generate attacks that can wipe competitors off of the map, preventing their products from
Recent research has tried to quantify the vulnerabili- ever being recommended, or promote their products
ties of collaborative recommender systems in the face to likely buyers, regardless of their true suitability.
of profile injection attacks (also known as shilling atThe problem of dealing with attacks against collabtacks) and to devise more secure approaches to perorative recommender systems was first explored in [6]
sonalized recommendation. We briefly survey the isand [2], with additional work by a number of research
sues related to building secure recommender systems,
groups including our own. In this paper, we survey
focusing mainly on some of our most significant findthe issues related to building secure personalized recings to-date.
ommender systems, focusing mainly on some of our
most significant results to-date. We outline some of
the most effective attacks and their impact on various
1 Introduction
recommendation algorithms. We also discuss various
approaches for responding to attacks. The responses
The preservation of user trust in recommender system
include algorithmic approaches to design more robust
is dependent upon the perception of the system as
recommenders, as well as effective methods for deobjective, unbiased and accurate. However, publiclytecting and eliminating suspect profiles.
accessible user adaptive systems such as collaborative recommender systems present a security problem. Attackers, who cannot be readily distinguished
from ordinary users, may inject biased profiles in an
attempt to force the system to “adapt” in a manner
2 Vulnerabilities of Collaboraadvantageous to them.
tive Recommendation
The operators of large e-commerce sites have
known of the vulnerabilities of collaborative recommender systems for a long time. They have introduced additional mechanisms on top of user ratings, To analyze the vulnerability of an algorithm, we must
such as written reviews, trust measures in particu- first understand the nature of the attacks against it.
For simplicity, we assume there is a single target item
lar users, mechanisms to establish reviewers’ identities more securely, and so on. The profusion of these that the attacker wishes to promote (a “push attack”)
measures should tell us both that these sites believe or to demote (a “nuke attack”). A user profile contheir recommendation components are extremely im- sists of some number of (implicit or explicit) ratings
portant, and that they are aware of how that capa- assigned to items. An attacker will insert multiple
such profiles under false identities in order to create
bility may be misused.
an attack. These attack profiles will include a ratIndeed, research shows that attackers with little
ing for the target item, and some number of other
system-specific knowledge can, with a modest degree
ratings. We measure “Attack Size” as a percentage
∗ This work was supported in part by the National Science
of the number of profiles in the database before the
attack.
Foundation Cyber Trust program under Grant IIS-0430303.
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will do so), the attacker can fill out the attack profile
by asking the system to generate predicted ratings
for some set of items. These ratings will naturally be
similar to those given by users in a particular peer
neighborhood and increase the similar between the
attack profiles and those of its neighbors.
Bandwagon Attack. In many cases, the popularity of items can be determined independently of the
recommender system. In the bandwagon attack, the
attacker associates the attacked item with a handful
of well-known popular items (selected items). The attacker therefore need not have the knowledge of the
ratings distribution required by the average attack.
This achieves many of the benefits of the average attack without the knowledge requirement.
Segment Attack. An attacker may be interested
primarily in a particular set of users – likely buyers
of a product for example. An attack that results in
increased recommendations of the target product to
these users may be just as valuable as one that raises
the recommendation rate overall. A segment attack
is one designed to achieve this effect of targeting a
specific group of likely buyers.
The above attacks can also be adapted to “nuke”
a target items. However, we have identified some
attack models that are designed especially for nuke
attacks.
Reverse Bandwagon. The reverse bandwagon attack is a variation of the bandwagon attack in which
the selected items are those that tend to be rated
poorly by many users. These items are assigned low
ratings together with the target item. Thus, the target item is associated with widely disliked items, increasing the probability that the system would generate low predicted ratings for that item.
Love/Hate. This is a very simple attack, with no
knowledge requirements. The attack consists of attack profiles in which the target item it is given the
minimum rating value, while other ratings in the filler
item set are the maximum rating value. Surprisingly,
this simple method of profile generation is extremely
effective as a nuke attack.

Figure 1: Generic attack model.

2.1

Attack Types

Figure 1 shows a generic attack profile. We can think
of each profile as assigning ratings to four sets of
items: a singleton target item it , a set of selected
items with particular characteristics determined by
the attacker IS , a set of filler items usually chosen
randomly IF , and a set of unrated items I∅ . These
rating assignments are denoted by rating functions, γ,
δ, and σ, respectively. Attack types can be characterized according to the manner in which they identify
the selected items, the proportion of the remaining
items that are chosen as filler items, and the way
that specific ratings are assigned to each of these sets
of items. Since the selected item set is small, the size
of each profile (total number of ratings) is determined
mostly by the size of the filler item set. Filler items
are chosen randomly and, except in the average attack (see below) they are rated randomly around the
system mean. The purpose of the filler items is to decrease the sparsity of that the attack profiles so they
are more likely to match users in the database. We
generally report filler size as a proportion of the size
of I (i.e., the set of all items).
A number of different common attack types have
been studied that are of both theoretical and practical
interest. See [4] for a more formal characterization.
Random and Average Attacks. Random attack
generates profiles in which the filler items and their
ratings are chosen at random, except for the target
item. This attack is obviously very simple to implement, but it has limited effectiveness. The average
attack creates profiles that share the central tendencies of the users in the system by drawing its ratings
for the filler items from the rating distribution based
on the average ratings. This is a very effective attack, requiring however that the attacker has fairly
detailed and complete knowledge regarding the data
set underlying the recommendation algorithm.
Probe Attack. If a recommender system is configured to produce predicted ratings for items (not all

3

Effectiveness of Attacks

Our work has shown that standard user-based collaborative filtering algorithms (based on the k-NearestNeighbor prediction method) are quite vulnerable to
even small attacks. Many of the attack types mentioned above require very little knowledge of the rating distributions by the attacker in order to construct
2
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Figure 2: Comparison of push attacks against userbased algorithm.

Figure 3: Comparison of nuke attacks against userbased algorithm

effective attacks.
These vulnerabilities are illustrated dramatically in
Figure 2 showing the results of a comparative experiment examining the prediction shift resulting from
various attacks (with filler sizes as indicated) against
the kNN-based CF algorithm. The prediction shift
metric measures the change in the predicted rating of
an item before and after attack. The filler sizes were
chosen as they are the most powerful versions of each
attack.
While the average attack works quite well as other
researchers have found, we see several other attacks,
such as the bandwagon and segment attacks, that are
similarly even without the system-specific knowledge
required by the average attack.
In the experiments, we used the Movie-Lens 100K
dataset1 . All ratings are integer values between 1 and
5. We selected 50 target test movies that represented
a wide range of average ratings and number of ratings.
Each movie was attacked for a set of test users and
the overall average across all test movie-user pairs is
reported.
An alternative formulation of the collaborative recommendation, item-based collaborative filtering, has
been shown to be more robust in the face of average and random attacks than the user-based algorithm [2]. We have shown, however, that the segment
attack can be quite effective against a targeted segment of users when item-based algorithm is used [3].
This is because the attack is specifically designed to
maximize the similarity between the target item and
items that are anticipated to be preferred by the “insegment” users.
Similarly, Figure 3 depicts an example of results
obtained for various nuke attacks models for the user-

based algorithm. In the case of the item-based algorithm, the average and the reverse bandwagon nuke
attacks turn out to be very effective [4] (results not
shown).
The initial phase of work on the security properties of collaborative systems demonstrated quite conclusively that attackers could manipulate the results
such systems produce.

4

Defending Against Attacks

Implementers can respond in several ways when faced
with the problem of profile injection attacks. They
may (a) try to develop more robust algorithms, (b)
try to detect and defeat attack profiles before they
cause harm, or (c) base the formation of neighborhoods on properties less susceptible to attack (such as
explicit trust judgments). Each of these approaches
has received attention by recommender system researchers. Here we only consider the algorithmic approached and attack detection.

4.1

Algorithmic Approaches

One potential response to profile injection attacks is
to develop more robust alternatives to memory-based
collaborative filtering algorithms. The goal in this
case is not to prevent biased profiles. Rather, we
assume that attacks cannot be completely prevented
and attempt to minimize the affects. We focus on two
distinct approaches. Model-based algorithms build a
model of the user profiles for recommendation. Hybrid algorithms combine knowledge-based and collaborative recommender components using semantic
knowledge to augment the social network. These approaches share a common thread in that they do not

1 http://www.cs.umn.edu/research/GroupLens/data/
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k-nn
plsa

recommenders of different types, and is a promising
approach for stable and robust recommender systems.
We have designed a semantically-enhanced collaborative hybrid algorithm integrating semantic information with item-based collaborative recommendation. This hybrid approach extends item-based similarity by using two separate item similarity measures.
One measure uses the standard item-based collaborative filtering approach of measuring item similarities based on user ratings. The second measure uses
structured semantic knowledge about items, such as
item attributes, concept labels, and textual features,
to calculate content similarities. The combined similarity measure used to compute item similarities is
a linear combination of the collaborative and the semantic similarities.
We have shown that such an approach can attain
comparable prediction accuracy to item-based k-NN,
while dramatically reducing the impact of profile injection attacks [4].
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Figure 4: Average attack hit ratio at 5% filler and
15% attack
strictly rely on user profiles to generate predictions.
Model-based algorithms may provide improved stability and robustness against profile injection attacks,
because they focus on aggregate abstractions of the
detailed user profiles. We have considered recommendation algorithms that cluster similar users into user
segments[5]. A user segment is represented as an aggregate profile that is compared to an active user. A
recommendation is generated based on each aggregate profile, rather than the original profile data. Although such techniques does not classify a particular
segment as an attack, the hope is that an aggregate
profile dominated by an attack will not have a high
degree of similarity with any active user. The attack
is therefore isolated from the system and its effectiveness is diminished.
A standard model-based collaborative filtering algorithm uses a clustering algorithm such as k-means
to partition users into k groups that are close to
each other based on a measure of similarity. Our results have shown that k-means offers slight improvement in stability and robustness. But, a second algorithm presented in [5] uses probabilistic latent semantic analysis (PLSA) to infer hidden relationships
among groups of users. PLSA is a “fuzzy” approach,
in that each user has a degree of association with every user segment. This allows particularly authoritative users to exercise greater influence on recommendation. Our results show that PLSA offers significant
improvement in stability and robustness against all
attack types (see Figure 4). In addition, the PLSAbased approach can achieve comparable recommendation accuracy to kNN.
We can also minimize the influence of an attack
by putting less emphasis on the collaborative component. Hybrid recommendation combines multiple

4.2

Attack Detection

Since collaborative recommender systems must be
open to user input, it is very difficult to design a
system that cannot be attacked. So it is necessary to
detect the malicious users as well as to identify items
which are under attack. Recent research efforts have
been aimed at detecting and preventing the effects of
profile injection attacks.
One approach to detection involves identifying suspicious profiles and discounting their contribution toward predictions. The success of such an approach is
entirely dependent on the definition of a “suspicious”
profile. We have examined techniques that improve
the detection of attack profiles that conform to known
attack models. Our approach is based on supervised
classification in which the training set is a combination of user profile data and the attack profiles generated using our attack models. Each profile is labeled
as either being part of an attack or as coming from a
genuine user. A binary classifier is then created based
on this set of training data using several classification
attributes.
The classification attributes we have examined
come in three varieties: generic, model-specific, and
intra-profile. The generic attributes, modeled on basic descriptive statistics, attempt to capture some
of the characteristics that will tend to make an attacker’s profile look different from a genuine user.
The model-specific attributes, are designed to detect characteristics of profiles that are generated by
specific attack models. The intra-profile attributes
4
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Recent research has served to quantify the vulnerabilities of collaborative recommendation and to explore means by which these systems can be secured.
Algorithmic approaches, trust measures, and attack
detection all show promise for building more secure
recommender systems.

60%
50%

Precision

Conclusion

40%
30%
20%
10%
0%
0%

20%

40%

60%

80%

100%

References

Filler Size

[1] R. Bhaumik, C. Williams, B. Mobasher, and
R. Burke. Securing collaborative filtering against
Figure 5: Precision for model-specific classifier for
malicious attacks through anomaly detection. In
different attack types. Attack size = 1%.
Proceedings of the 4th Workshop on Intelligent
Techniques for Web Personalization (ITWP’06),
at AAAI’06, Boston, July 2006.
are designed to detect concentrations across profiles.
More details on the specific attributes used in our [2] S. Lam and J. Riedl. Shilling recommender systems for fun and profit. In Proceedings of the 13th
detection framework can be found in [7].
International WWW Conference, New York, May
Figure 5 shows the precision results of our classi2004.
fier in detecting attacks using model-specific features.
The overall results show that classifiers built using [3] B. Mobasher, R. Burke, R. Bhaumik, and
C. Williams. Effective attack models for shilling
the features described in [7] can be quite effective in
item-based collaborative filtering systems. In Prodetecting attacks, and that this detection approach
ceedings of the 2005 WebKDD Workshop, held
can improve the stability of the recommender under
in conjuction with ACM SIGKDD’2005, Chicago,
most attack scenarios.
Illinois, August 2005.
An alternative approach to detection is to focus instead on items with suspicious trends using anomaly [4] B. Mobasher, R. Burke, R. Bhaumik, and
detection techniques. One such technique is based on
C. Williams. Towards trustworthy recommender
statistical process control (SPC). SPC is used for long
systems: An analysis of attack models and algoterm monitoring of feature values related to a prorithm robustness. ACM Transactions on Internet
cess. Once a feature of interest (e.g., average rating
Technology, 7(4):to appear, 2007.
for the item) has been chosen or constructed, the distribution of this feature can be estimated and future [5] B. Mobasher, R. Burke, and JJ Sandvig. Modelbased collaborative filtering as a defense against
observations can be automatically monitored. Conprofile injection attacks. In Proceedings of the
trol charts are used routinely to monitor quality in
21st National Conference on Artificial IntelliSPC. We have shown that this approach can be efgence, page to appear. AAAI, July 2006.
fective in detecting items that are likely to be under
attack [1].
[6] M. O’Mahony, N. Hurley, N. Kushmerick, and
G. Silvestre. Collaborative recommendation: A
However, not all items share the same rating disrobustness analysis. ACM Transactions on Intertribution. Intuitively, items with few ratings or low
net Technology, 4(4):344–377, 2004.
average rating are easier to manipulate by attackers.
On the other hand, attacks against items with many
[7] R.Burke, B. Mobasher, C. Williams, and
ratings and high average rating will be harder to deR. Bhaumik. Classification features for attack
tect as users have already rated these items highly.
detection in collaborative recommender systems.
Our results suggest that it is hard to detect push atIn Proceedings of the ACM SIGKDD Confertacks for high-density (frequently rated), highly rated
ence on Knowledge Discovery and Data Mining
items, but the approach is quite effective in identify(KDD’06), Philadelphia, August 2006.
ing attacks against the more vulnerable low-density
items.
5

7

PersDL 2007

Vectors, Planes and Context
Massimo Melucci
University of Padua
melo@dei.unipd.it

Abstract
Information Retrieval (IR) models based on vector spaces
have been investigated for a long time. Nevertheless, they
have recently attracted further research interest beyond the
classical statistical view of vectors and matrices. Moreover,
“context” has been recognized as a crucial component of IR
systems. As the way context affects IR systems is very complex, a principled approach to modeling and ranking can be
useful for designing innovative context-aware systems. This
paper presents an approach to modeling and ranking information objects in context using vector spaces thereby introducing a new perspective of context-aware IR.

Introduction
This paper is about Information Retrieval (IR) in context and
how the theory of Vector Spaces can help model context in
IR. The problem of IR can be stated as follows: (1) Take
a user’s information need and a large, multi-media, multilingual document collection. Then, (2) retrieve from the collection all and only the documents which store information
relevant to the information need. In IR, information is represented as documents by authors, while information needs
are represented as queries by users. The problem of IR is
difficult because of the myriad of transformations which affect information and information needs before the system
computes the collection indexes and computes a retrieval
function which ranks documents by a degree to which they
are deemed as relevant. These transformation are caused by
some contextual factors which intervene for transforming information and information needs to documents and queries,
respectively, according to aims, style, intended audience,
search task, etc.. As contextual factors are not captured at
indexing and retrieval time, document ranking is contextunaware, i.e. it does not change if the context changes. As
a consequence, one may argue that the “distance” between
the true relevance and the measure of relevance is basically
due to the uncertainty caused by the lack of representation
of context.
One of the approaches for dealing with IR in context
is Implicit Feedback. Usability of search engines requires
users to be able to express their information needs as concise textual query statements — longer queries would be tedious for the users and not necessarily more effective than

the short ones. Nevertheless, the users can struggle to select
the terms that best represent their own information needs.
Explicit Relevance Feedback (RF) can circumvent the problem because the users can delegate relevant documents to
provide good terms. Despite the effectiveness proved in
laboratory, the users are reluctant to use explicit RF. As
an alternative, Implicit RF (IRF) uses the contextual information generated during interaction. Examples are display
time (i.e., the amount of time a document is in focus in the
Web browser or on the desktop), document retention (e.g.,
saving, printing), and document interaction (e.g., scrolling,
click-through). Through IRF, an IR system suggests query
expansion terms, retrieve new search results, or dynamically
reorder existing results. The research on IRF has envisaged
methods and evidence useful for improving IR system effectiveness. The main problem with IRF is that the methods
investigated during user studied cannot be replicated during
other user studies thus limiting the generalization of the results.

Motivation
The fundamental question behind this paper is “why are vectors a viable approach to modeling IR in context?”. A more
general question would be “why is a mathematical modeling
useful in IR?”. An answer may be: A mathematical description of a IR system is necessary for arriving at algorithms
and data structures that can effectively be implemented (van
Rijsbergen 2004).
In this paper, I will argue that Vector Spaces can be used
to represent context in a way that they can be leveraged by
IR systems as a modeling framework. This means that Linear Algebra will be proposed as a language for representing
contextual factors, how they affect information and information needs and how ranking documents can be performed in
context.
Vectors are used because are a natural way for assigning
property values to document and queries — something similar happens in Physics when systems, e.g. particles, are
assigned values about some phenomena. When vectors are
used, operators can be applied for inquiring documents and
queries about their own properties — these properties may
for example be the context in which they are placed. Another reason why vector spaces are adequate for modeling
IR in general, and contextual IR in particular, is linearity.

8

PersDL 2007
Linear combinations of vectors yield a continuum of vectors
thus modeling objects by using other objects.
A basis is an important instance of this notion since every vector is a linear combination of basis vectors and as a
consequence every basis vector is in turn expressed as linear
combination of other basis vectors. I will explain how a basis plays a fundamental role when modeling context. What
is important now to highlight is that a vector is distinct from
its numerical expression — for example, (1, 1) and (1, 2)
may represent the same vector depending on the basis.
Vectors and matrices are common tools in Information
Retrieval and the Vector Space Model (VSM) is a glaring example. Salton’s idea dates back to the Sixties (Salton 1968)
and was followed by some reflections by Salton (1979)
and Wong & Raghavan (1984) until when Salton wrote the
latest textbook (Salton 1989). Despite the latest reflections,
some researchers consider the VSM as a “spreadsheet” view
of IR. Although the VSM is richer than one could think, it
suffers from some limitations, the most important being the
uniqueness of the underlying basis, which is often the canonical basis. Therefore, the numerical expression of a vector
is unique. Why should this model distinguish the basis? For
modeling context.

Modeling Context
Since context is an ambiguous concept, the following definitions used in this paper are provided:
• Object: refers to either an entity of the context, for example, user, task, topic, or document, or a relationship
between entities, for example, relevance or aboutness.
• Dimension: refers to a property of an entity, for example, user behavior, task difficulty, topic clarity, document
genre, or relevance.
• Factor: refers to a value of a property, for example,
browsing, complex search task, hard topic, relevant, nonrelevant, or mathematical document.
• Feature: refers to the variables observed for implementing vectors of which it is an element. Examples are the
elapsed time between the display of a Web page and the
next click, a keyword in a document, the quantity of “red”
in an image, a melodic profile of an audio performance.
These definitions are sufficiently precise for describing in
this section a framework that can be used in algorithms automated by IR systems to support searching in context.

The Underlying Intuition
The underlying intuition can be summarized as: An object
is affected by contextual factors as the object vector is determined by basis vectors. Every object (e.g. document,
query, document cluster, user) is generated in its own context. This means that, an object is the result of the way different dimensions such as user profile, document genre, search
task simultaneously affected the transformation of information into documents and queries. When contributing to an
object, each dimension takes one contextual factor as value
at a time. Therefore, the contextual factors of a dimension
are mutually exclusive. Although the contextual factors are

in principle observable, the contextual factor taken by a dimension is in practice unknown when observing an object
after it has been implemented. This means that a dimension
of context is a sort of random variable and the factors are its
values.
Let us rewrite the previous paragraph in terms of Linear Algebra thus expressing the parallel with the definitions
above provided. Every vector which represents an object is
generated by a basis. It is a fact from Linear Algebra that,
an object vector is the result of infinite different linear combinations, each combination being defined by a basis, which
is a possible representation of the vector. Therefore, a vector
has infinite numerical expressions, all being mathematically
equivalent. In the approach proposed in this paper, the basis
vectors correspond to the contextual factors of a basis, which
is the representation of a dimension. As the contextual factors are mutually exclusive, the basis vectors are mutually
orthogonal. The following table summarizes the parallel between the notions of Linear Algebra and context.
Basis
Basis vector
Vector element
Orthogonality

Dimension of Context
Contextual Factor
Feature
Mutual Exclusiveness

A Mathematical Description
Figure 1 depicts how the notions of dimension and factor are
modeled using vectors and bases. On the left, a dimension
mathematical

John
uj

vm

Kathy
uk

0

0

vi

introductory

Figure 1: A mathematical description of the underlying intuition.
named User is depicted as two orthogonal basis vectors uj
and uk which represent two factors named John and Kathy
— the line depicted is longer than the vector in order to show
the one-dimensional subspace spanned by a basis vector. On
the right, a dimension named Document genre is depicted
as two orthogonal basis vectors vi and vm which represent
two factors named Introductory and Mathematical. In both
bases, the basis vectors are mutually orthogonal and 1 =
|vm |2 = |vi |2 = |um |2 = |uj |2 .
The multiplicity of bases which generate the same object
vector y is depicted in Figure 2(a). Mathematically,
y = aj uj + ak uk = bm vm + bi vi .
(1)
The coefficients (aj , ak ) are a different numerical expression of y from (bi , bm ). Because of ortho-normality,
|y|2 = 1
|aj |2 + |ak |2 = 1
|bm |2 + |bi |2 = 1 (2)
Of course, the bases which can generate y are infinite and a
basis generate infinite object vectors.

9

PersDL 2007
John mathematical
y

uj

uh y

Kathy
introductory
Pj . y

(a) The
bases.

multiplicity

of

y
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Figure 2: The multiplicity of bases and how a projector maps
a vector to another vector on to a one-dimensional subspace.
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Figure 3: A combination of projectors (contextual factors)
and the measure of closeness.

Computing Context
Ranking in Context
It is assumed that, the square of the inner product between
an object vector and a basis vector measures the degree to
which the contextual factor affects the object. That is,
|aj |2 = |y> · uj |2

(3)

An explanation of this assumption will be given in the following.1 As far it is our concern, it is interesting to note that
the measure is real and non-negative, and that
1 − |aj |2 = |ak |2

(4)

since the object is affected by either John or Kathy. An important operator, called projector, is derived:
|aj |2 = |y> · uj |2 = y> · Pj · y
where Pj = uj · u>
j is a projector. A projector P is an operator (transformation, matrix) such that P · P = P. Geometrically, a projector to a subspace computes a vector in the subspace from another vector as depicted in Figure 2(b). Therefore, Pj projects y on to the subspace spanned by uj . Since
Pj = (−uj ) · (−uj )> , one observe that |aj |2 = |y> · uj |2 =
|y> · (−uj )|2 . As a consequence, |aj |2 should be read as a
measure of closeness to the subspace and not as an equivalent way of expressing the cosine of the angle, which is the
relevance measure adopted by the VSM.
Expressions like uj can be read as sentences which can
be either true or false, or be assigned a probability measure
when one wonders if they affect an object vector. Thus,
orthogonal vectors represent mutually exclusive sentences.
Like sentences, basis vectors can be combined through linear combination. A possible way is to combine projectors, therefore Pj + Pk would represent a contextual factor which results by the combination of John and Kathy,
only if the projectors are mutually orthogonal. Figure 3
depicts such a combination. If the projectors are mutually orthogonal, then P = Pj + Pk is a projector and then
y> · P · y = y> · Pj · y + y> · Pk · y.
1
> denotes transposition in the real field and, in general, the
conjugate transposition in the complex field.

So far, how contextual factors and dimensions can be modeled has been illustrated. The problem to be addressed is
how to compute the contextual factors, i.e., how to assign
numerical values to the features and then to automatically
extract the factors. In this section, the definition of objects
and dimensions will not be addressed. It is assumed that
these are decided after observing the application domain and
abstracting the most important features — the process is like
the conceptual design database process of which the conceptual schema is the result.
Suppose a dimension of context is given, e.g. User Behavior, and k features of the dimension are defined by the
designer. This step typically characterizes the user studies
carried out for evaluating IRF. As an example, let k = 3 and
let (1) display time, (2) scrolling, (3) saving be the features
observed from user behavior. In order to compute the basis vectors which represent the contextual factors, suppose a
user visits, say, n = 6 documents, e.g. Web pages and performs some actions such as reading, scrolling, bookmarking,
and saving. The algorithm illustrated is assumed to be part
of a system that monitors subject behavior and uses these
interaction data as a source of IRF to retrieve and order the
unseen documents. The algorithm represents these n visits
or documents as k × 1 vectors and arrange them as a matrix
Z.


−1.17 −2.17 −3.17
 −0.17 −2.17
2.83 


0.83 
 −0.17 −2.17
Z=
1.83
1.83 

 0.83
 1.83 −1.17 −3.17 
−1.17
5.83
0.83
Note that the values have been normalized to have zero
mean. Then, a k ×k feature covariance matrix V = Z> ·Z is
computed. Not only does the covariance matrix encode the
relationships between the features, but it also contains a set
of eigenvectors. The set of eigenvectors of V is a basis and
this basis may have generated the n documents observed —
indeed, the n document vectors can be mapped to the subspace spanned by the eigenvectors and obtain an alternative
numerical expression of the document vectors.
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For computing the eigenvectors, V can be decomposed
through, for example, the Singular Value Decomposition
(SVD) Theorem which states that
V = U · Σ · U>
and the columns of U are the eigenvectors of V; following
the example,
#
"
0.9957 −0.0912 −0.0143
0.9118 −0.4031
U = 0.0777
0.0498
0.4003
0.9150
Every eigenvector describes a value of User Behavior,
namely, a contextual factor — note that |ui |2 = 1 for all i.
Moreover, the i-th element of an eigenvector expresses the
importance of the i-th feature. Let’s rewrite the first eigenvector as
#
"
display time 0.9957
0.0777
u1 = scrolling
saving
0.0498
One realizes that display time is very important, while
the other features are little. The eigenvector can be interpreted as describing a user who tends to read Web page
without doing anything else — an attentive user behavior.
Let’s rewrite the second eigenvector — it is easy to test that
this eigenvector is orthogonal to the first eigenvector thus
expressing that it is alternative value of User Behavior.
#
"
display time −0.0912
0.9118
u2 = scrolling
saving
0.4003
After looking at the elements, the second eigenvector can
be seen as one describing a a user who tends to scroll and
sometimes save a Web page without reading — he is a sort
of rushed user behavior.

more, there exists a unique y such that |aj |2 is the probability of Pj for all Pj — see (van Rijsbergen 2004) for the use
of this theorem in the generalization of different IR models
under the umbrella of the Hilbert spaces.
As far it is our concern, a difference between this framework and the VSM can readily be noted. The VSM ranks
documents by the cosine of the angle between the query
vector and the document vectors. Although the practical implementation of the VSM assumes that the vectors all are
placed in the first quadrant, i.e. the elements all are nonnegative real values, the cosine in principle ranges from −1
to +1. Therefore, the least relevant documents are those
with cosine equals to −1 and those represented as vectors
being symmetric to the query vector. In the framework illustrated in this paper, the least relevant documents are on the
contrary represented by orthogonal vectors. An interpretation can be given to an orthogonal vector: it would represent
a negated query like a Boolean negation operator does with
logical propositions or a set complement operator does with
sets.

The Trace
The ranking formula is even more general than the square of
the inner product between vectors. In order to see how this
general version can be derived, let us write
y> · Pj · y = tr(y> · Pj · y) = tr(y · y> · Pj ) = tr(Y · Pj )
where Y = y · y> s a projector. This result follows from
the fact that (1) the trace of a scalar is the scalar itself and
(2) tr(A · B) = tr(B · A). Why should this expression be
of interest? Because Y can be replaced by any Hermitian
matrix D and Gleason’s Theorem is still valid. Moreover,
in the three-dimensional space and recalling that I = Pj +
Pk + Ph
1 = tr(D) = tr(D · Pj ) + tr(D · Pk ) + tr(D · Ph )

Extensions
In this section, I will illustrate some extensions to the theoretical framework illustrated in the previous sections by explaining the reasons underlying some fundamental assumptions and by developing the use of projectors and subspaces.

Probability
The reader may have noted that |aj |2 + |ak |2 = 1, |aj |2 ≥ 0
and |ak |2 ≥ 0. If the reader is knowledged in Probability,
he may easily realize that these relationships are describing
a probability distribution over a space. I will not explain any
further in this paper what sort of event space these probabilities are related with. What is interesting noting here is that,
a set of orthogonal projectors induces a probability distribution — two projectors, say, P and P⊥ are mutually orthogonal when P · y ⊥ P⊥ · y for every vector y. Let us consider,
for example, the three-dimensional spaces: 1 = y> · y =
y> · I · y = y> · (Pj + Pk + Ph ) · y = |aj |2 + |ak |2 + |ah |2
where |aj |2 = Pr(Pj | y). Why should it be regarded as a
distribution of probability? Because of Gleason’s Theorem,
which states that, given any probability distribution over the
set of the subspaces of a vector space of dimension three or

where
tr(D · Pj )
is still our measure of distance between the one-dimensional
subspace represented by Pj and the mathematical object represented by D — what D might be will be explained in the
following section.

Planes
A problem which typically occurs in IR is to rank object aggregates, like clusters, or in general to measure a property
of an object aggregate, for example, the probability that a
navigation path leads to relevant information. Observe an
aggregate of n objects, e.g. n documents in a cluster, navigation path, category, etc.. Take the n vectors y1 , . . . , yn of
k-dimensional space. The n vectors span a n-dimensional
subspace, which is a plane if n = 2. This is exemplified in
Figure 4.
Similarly to what asked about vectors, how much this aggregate is affected by some contextual factors? The natural
answer is “compute the distance of this aggregate from a
contextual factor uj .” However, how should this distance be
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Figure 4: Two vectors span a bi-dimensional subspace,
which is a plane.
computed? Two approaches will be sketched in the following. The first approach is to compute the distance between
the subspace spanned by the contextual factor vector and its
projection on to the n-dimensional subspace spanned by the
observed vectors — this approach is depicted in Figure 5.

y3 uj
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+
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+
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Figure 6: Second approach.
>
PY = Y·Y> = y1 ·y>
1 +· · ·+yn ·yn when the n vectors are
mutually orthonormal. The uniqueness of PY can be shown.
The mathematical description of the second approach is
as follows. A projector yi · y>
i is defined for each yi . Let
>
D = w1 y1 · y1 + · · · + wn yn · y>
n be a Hermitian matrix,
where w1 + · · · wn = 1 and wi ≥ 0. The ranking is then
given by
>
tr(D · Pj ) = w1 tr(y1 · y>
1 · Pj ) + · · · + wn tr(yn · yn · Pj )

y3 uj

6 



H

 @HH
jH
y2 
R H
@
+

y1 H
PY · uj

HH

 H
HH
H


H
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HH

H
Figure 5: First approach.
The second approach is to compute a mixture of the distances between the subspace spanned by the contextual factor and the its projections on to the aggregated object vectors
— this approach is depicted in Figure 6.
The mathematical description of the first approach is as
follows. Suppose y1 , . . . , yn are linearly independent — this
is a necessary condition in order to compute the projector.
Then, Y = (y1 , . . . , yn ) is the k × n matrix obtained after
placing the n vectors as columns. It is a result from Linear
Algebra that, the projector to the subspace spanned by the n
vectors is
PY = Y · (Y> · Y)−1 · Y>
where PY is k × k and is Hermitian, therefore, the ranking
is then given by
tr(PY · Pj )
u>
j .

where Pj = uj ·
The n vectors must be linearly independent so as to make Y non-singular. It is useful noting that

which is a mixture of probabilities and is still a probability.

Conclusions
We think abstract vector spaces would still be an important
framework for modeling IR. While van Rijsbergen’s Geometry of Information Retrieval explains how Hilbert spaces
can provide a uniform illustration of different models, this
paper more modestly explains how to employ vector spaces
for modeling IR in Context by developing the ideas reported
in (Melucci 2005). It is our opinion that modeling context
is a crucial issue, capturing its essence and mapping it to algorithms and data structures would make a breakthrough in
IR research more feasible than in the past. Along this vein,
some interesting connections of IR in Context to Quantum
Mechanics has already been explored in (Melucci 2007).
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Abstract

achieve a sufficient overlap among profiles1 . After describing related work in Sect. 2, we present
the two main contributions of this paper:

User models for browsing digital libraries have
to reflect each individual user’s interests in sufficient detail while still being of manageable dimensionality for efficiently comparing different
users. Using a collection of computer science
publications we explore ways to derive topicbased profiles and show how to compare them.

1

• We show two use cases to reduce the topic
space dimensionality of topic-based user
profiles and present some preliminary experimental data (Section 3).
• We present a new scheme to compare topicbased user profiles, which also considers
the depth of the underlying topic hierarchy
(Section 4).

Introduction

Both underline the usefulness of topic hierarchies (even automatically created with a potentially lower quality) in two important aspects of
user modeling (design of topic-based user profiles & comparison of user profile instances).

Today ontologies and classification systems are
the driving force behind organizing large document collections and digital libraries. Moreover,
if exploited for personalization tasks like alerting or navigational searches, they often enable
a better usability of large collections than mere
keyword searches. This is because their hierarchical structure is not only useful to organize
collections, but can also characterize users by
means of user profiles. Such profiles describe a
user’s individual interests in terms of preferred
topics together with a numeric value stating to
what degree a user is interested in this topic, so
called histogram vectors [5].
Profiles for specific users can be implicitly
created, for example, from users querying and
accessing documents annotated with keywords.
For this purpose, we plan to use the logging
facilities in FacetedDBLP (http://dblp.l3s.
de), our novel faceted browser for the DBLP
collection (offering a large range of computer
science related literature) first demonstrated
at JCDL 2007 [2] and now also offered as a
search interface within the DBLP portal (http:
//dblp.uni-trier.de/db).
For using such user profiles (e.g., to compare
two profiles or to create the aggregate profile
of a sub-community), however, it is necessary
to agree on a sufficiently small set of topics
(the topic space) for the community of users to

2

Topic Hierarchies in Digital Libraries

Although the benefits of good classifications
sytems for digital libraries (like the Dewey
Decimal Classification (DDC) system, http:
//www.oclc.org/dewey) are obvious, building
and maintaining suitable topic ontologies, however, is still an expensive and mostly manual
process. But for many applications such fullfledged and expensive ontologies are not really
needed. Especially when it comes to searching
and distinguishing between document topics in
a structured way, simpler topic hierarchies have
proven to be already sufficient [11].
Still, a major challenge is to automatically derive such topic hierarchies tailored for specific
domains or communities. We advocate using
annotations from large corpora of documents related to the domain, such as DBLP for computer science or the Medline database (http:
1 In this respect, topics are a subset of the most popular keywords associated with objects in digital libraries.

1
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//medline.cos.com) for the area of medicine.
Often these corpora do not need expensive
full-text processing, but already come with
metadata annotations. In fact, today tagging
documents and creating ‘folksonomies’, e.g.,
from author keywords in research papers (Connotea, http://www.connotea.org), topics of
Web pages (del.icio.us, http://del.icio.us),
or annotations of non-textual documents like
images (flickr, http://www.flickr.com), has
already become commonplace.
For structuring topic information on FacetedDBLP, we use our Semantic GrowBag algorithm [1]. It grows domain-specific topic hierarchies from any set of keywords from suitable
document corpora. The first step in creating a
facet for some topic is to identify all relevant related topics to a query keyword and encourage
or discourage the creation of simple subsumption relations by higher order co-occurrences of
keywords. Investigating co-occurrences of all
keywords in the corpus’ documents to find an
initial set of related topics, we then use a biased PageRank to efficiently identify the most
important topics and their relations for a given
community within a given time span. Hence,
even current trends in certain topic areas can be
reflected. Cross-checking the PageRank scores
of related topics, GrowBag also provides confidence scores for all identified relations. The
details of the algorithm are beyond the scope of
this paper and are presented in [1].
In this paper we will use our DBLP++ collection to illustrate our concepts. The DBLP++
database is built from the DBLP metadata in
XML notation (http://dblp.uni-trier.de/
xml), enhanced with abstracts and authors keywords as available publicly on the Web. It
comprises a total of about 886.000 publication
records with their authors, the conference or
journal, URLs to electronic versions, abstracts
and author keywords (if available). Our dataset
comprises roughly 340.000 publications with abstracts, from which about 100.000 are annotated
with authors keywords and 68.000 are annotated
with ACM classifiers.

3

based user profiles in order to limit the size of
the topic space. These methods are based on
1. a predefined classification system the community has agreed upon,
2. automatically created topic hierarchies derived from author keywords, as created by
our GrowBag approach.

3.1

Using Pre-Existing Classification Systems

As a first use case we relied on the ACM Computing Classification System (CCS, http://
www.acm.org/class/1998) and therefore considered only ACM publications to represent the
interests of a user with respect to this classification. Table 1 shows an extract of the ACM
CCS, which consists of at maximum four levels of hierarchy (e.g., B. topic, B.1 topic, B.1.1
topic, and B.1.1 topic Subject: subject).
Table 1: Excerpt of the ACM CCS
A. General Literature
A.0 General
Subjects: Biographies / autobiographies
Subjects: Conference proceedings
Subjects: General literary works (e.g., fiction, plays)
...
B Hardware
B.0 GENERAL
B.1 CONTROL STRUCTURES AND MICROPROGRAMMING
B.1.0 General
B.1.1 Control Design Styles
Subjects: Hardwired control
Subjects: Microprogrammed logic arrays
Subjects: Writable control store
...

Because the ACM CCS has 1420 different
topics (including all levels), each user can be
characterized by a normalized (typically sparse)
1420-dimensional histogram vector (cf. similar approaches for routing in peer-to-peer networks [9] or for user profiles based on ODP using
binary vectors [7]). Hence, each vector element
represents the percentage of papers selected by
a user classified into this topic. Table 2 illustrates a simplified example histogram vector derived from 40 ACM papers that are classified
into 2 topics per paper. For simplicity, only the
top-level ACM topics are used to characterize a
user in this example.

Deriving
Topic-based 3.2 Using GrowBag Graphs
User Models
The main problem when using author keywords

is to derive a controlled vocabulary (the topic
In this section, we show-case two methods to space) from the available keywords that is small
find the interesting topics to be used in topic- enough to create reasonably-sized schemas for
2
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keywords, to find the most relevant keywords for
a community. We considered and evaluated two
possibilities:

Table 2: Simplified Example Histogram Vector
ACM topic

Number
of
publications

Vector
value

A. General Literature
B. Hardware
C. Computer Systems Organization
D. Software
E. Data
F. Theory of Computation
G. Mathematics of Computing
H. Information Systems
I. Computing Methodologies
J. Computer Applications
K. Computing Milieux

1
0
3
4
2
13
2
38
10
2
5

0.0125
0
0.0375
0.05
0.025
0.1625
0.025
0.475
0.125
0.025
0.0625

Sum

80

1

1. Filter all those keywords, which are subsumed by other keywords
2. Keep only those keywords which are subsuming other keywords and which are not
subsumed themselves.
As our GrowBag graphs are computed for a specific period of time, (i.e., taking only publications within that period into account) Table 3
shows the results for a set of sample periods for
both options (for option 1, we present the decrease in the numbers of keywords while in option 2 we show the remaining keywords after
filtering).
Option 1 clearly does not help much as it
only reduces the topic space by about 5% for
the five-year periods and 3% for the two year
periods. The main problem is that in this option only few keywords are at all involved in any
subsumption relations (cf. column 3). Thus, all
those keywords that are in no hierarchical relation, are still left in the topic space. Option 2
reduces the topic space to a more suitable size
as it only considers keywords being at the top
of a (non-empty) hierarchy. Furthermore, it can
also be seen that too short periods might lead
to too many keywords filtered since we cannot
compute many GrowBag graphs because of too
few annotated documents being available in the
corpus.

user profiles (in contrast to, for example, [3]).
In our DBLP++ dataset, for example, there
are 103, 000 documents annotated with about
532,000 keywords, of which 194,000 keywords
are unique. This is way too large to create
profiles, hence we took the following initial approach in our system to reduce the number of
keywords:
1. Replace all occurrences of acronyms with
2-5 letters by their full text version. For
this purpose, we used a simple regular expression matcher looking for keywords like
‘World Wide Web (WWW)’ and extracted
the full text variant that occurs most often (which also automatically removed misspellings in most cases).
2. Use Porter stemming [10] on the keywords.
3. Completely remove all keywords that occur
less than five times to cut the tail of the
power-law distribution of keywords.
The acronym replacement in step 1 decreased
the overall number of keywords by only about
300 for several reasons:

4

Comparing User Profiles

Comparing user profiles is valuable for a range
of applications, for example, to find users with
similar interests or to match the profile of individual users to a community profile to find out
about community membership.
• Some acronyms are never used as full-text
In this section, we present a method to comin keywords (e.g., MPEG or XML)
pute the similarity between two user profiles
using a quadratic form distance (QFD) meaStep 2 (Porter stemming) reduced the set
sure for histograms, as e.g., used in multimedia
of unique keywords from 194,000 to 176,000
databases [4]:
(−10%) and the final step reduced it further
down to 14,000. However, this is still very large
Dij = (Xi − Xj )t ∗ A ∗ (Xi − Xj )
(1)
and contains quite some keywords that are not
really relevant due to being very specific, and with Xi , Xj being the user profiles for users i, j,
thus might not be useful to characterize users. respectively, A being the similarity matrix (also
Hence, we propose to use our GrowBag called crosstalk matrix) and Dij representing
graphs, i.e., automatically created hierarchies of the distance between the profiles Xi and Xj .
• There were only about 6,600 potential
acronyms in the corpus, of which 2,800 occur more than once and only 1,800 more
than twice.

3
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Table 3: Reduction of keywords using GrowBag graphs
Year range Total
key- Keywords
Option 1
Option 2
words
involved in
subsumption
2002-2006
13324
2359
−810 ∼ −6% 1240 ∼ −81%
1997-2001
11754
1784
−593 ∼ −5% 963 ∼ −82%
2005-2006
11693
987
−401 ∼ −3% 515 ∼ −96%
2004-2005
11617
921
−362 ∼ −3% 463 ∼ −96%
2003-2004
11096
824
−325 ∼ −3% 415 ∼ −96%
2002-2003
10430
715
−301 ∼ −3% 350 ∼ −97%
9441
558
−220 ∼ −2% 274 ∼ −97%
2001-2002

(level 3) and B.1 topic (level 2) also achieve
a similarity of 0.5 since the latter topic constitutes the common predecessor.

The similarity matrix A = (aij ), with i, j being two topics of the controlled vocabulary (be it
a pre-specified classification system or a GrowBag graph), has to be defined once from the
controlled vocabulary. The main idea is to make
the similarity between two topics depending not
only on the closeness within the hierarchy, but
also on the distance to the root. The main assumption here is that the larger the distance to
the root of the tree, the more specific is a topic
and the better it characterizes a user.
As an example, we use the ACM CCS such
that A = (aij ) becomes a 1420x1420-sized matrix with i, j iterating over all 1420 ACM topics.
We have created the similarity matrix according
to the following simple rules:

However, there is a special case, which can
also be seen in table 1: In some sections of the
ACM CCS (like in A.0), the classification is very
accurate (using the ‘Subjects:’ classifiers) even
on level 3 of the hierarchy. In this case, the
topic ‘A.0 General Subject: Conference proceedings’ would only be similar with a value of 0.75
to itself (3 ∗ 0.25). To remedy such cases, we
artificially add empty nodes (in the above example: A.0.0) into the topic hierarchy such that
all topics described with ‘Subjects:’ are actually
moved down into level 4. A manual inspection
of the ACM CCS has shown that this is reasonable, since the topics described by ‘Subjects:’
are indeed very specific. In contrast, moving
down topics on inner nodes (such as ‘A.0 General’) was not considered useful since most of the
topics on these inner nodes are not very specific.
The final similarity matrix A in our case is
a rather sparse block matrix because the ACM
topics are sorted and the similarity between topics from different first levels (e.g., A. vs. B.) is
always zero.
In contrast to other popular metrics, such as
the one proposed by Li et al. [6], our metrics
handles the cases of different root topics in a
more suitable way: The similarity of two topics at level 1 (e.g., B. ‘Hardware’ and E. ‘Data’)
is only 0.25 while it is 1 for the Li metric. We
consider this difference important to ensure that
papers which are classified only very roughly (in
level 1 topics) are generally ranked lower than
very accurately classified papers(i.e, with level 4
topics). In all other respects both metrics behave rather similar as shown in Table 4, especially for the mostly used topics on the levels 3
and 4 (the most specific topics).

• If i and j are the same, the similarity is the level of i multiplied with
1/(max tree depth) = 0.25. For example,
for two topics of the form B.1.2 topic Subject: subject (level 4), the similarity becomes 1 whereas two topics of the form
B.1 topic (level 2) achieve a similarity of
0.5 only. Such a relation of the similarity
to the level of the topic within the classification system is important: Otherwise,
publications which have not been classified
very accurately (e.g., using a level-2 topic
like B.1 only), become very similar to all
other publications, which were also not accurately classified.
• If i and j have a common predecessor
topic p in the topic hierarchy, the similarity is the level of p multiplied by
1/(max tree depth) = 0.25. For example,
for the topics B.1.3 topic (level 3) and B.1.2
topic (level 3), the similarity is 0.5 since
their common predecessor is A.1 (level 2).
As another example, the topics B.1.2 topic
4
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ABSTRACT
Users are a far too often neglected variable in the design
of information-seeking systems. This also holds for digital
libraries [1]. In this paper, we study navigational patterns
of users within The European Library portal obtained from
action logs covering a 4-month period. We point out current
bottlenecks in the portal interface design, as well as, opportunities for an enhancement of user search experience and
user-tailored services.

1.

INTRODUCTION

The European Library (TEL)1 is a non-commercial organisation that aims at facilitating search on the resources
of the 47 national libraries involved in the Conference of European National Librarians (CENL). Resources can be both
digital or bibliographical. Currently, the libraries of 23 full
participants are searchable and it is ongoing work to also
integrate the remaining 24 basic participants.
TEL does a federated search upon two types of information sources, collections harvested through OAI2 and stored
in its own central index, as well as collections queried on-thefly via the SRU protocol3 . Currently, the ranking of query
results is either randomly or determined by the queried national library. The results of simultaneously queried libraries
are dynamically shown as soon as they come in. Thus the
result lists of sources with shorter response times will be displayed first to not make the user wait for the slowest target.
To better understand users’ needs and facilitate personalized services, TEL continuously extends the logging of users’
interactions and allows for user registration. In this paper,
we analyze the information gathered from query logs of The
European Library (TEL) covering the period from 19th December 2006 until 31th March 2007. These logs are complemented by additional information on registered users.
The outline of the paper is as follows. We briefly review related work in Section 2, introduce terminology used
throughout the paper in Section 3, and describe the logging
functionality of TEL in Section 4. We present preliminary
insights on the users of the TEL portal (Section 5) and their
queries (Section 6). In Section 7, we introduce a Markov
1
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model on users’ actions which allows examining the users’
behavioral patterns within the portal, and eases the study
of collection preferences in Section 8.

2.

RELATED WORK

Due to space limitations we restrict ourselves to an exemplary review of related work which is, however, not meant to
be exhaustive. There are a number of studies which analyze
user interactions with major search engines for the Web, either based on server-side query logs of specific search engines
such as Excite [7] or Vivisimo [6], or on client-side browser
plugins, respectively HTTP traffic interceptions such as [3].
Similar studies have been conducted for digital libraries.
E.g., [2] analyze the transaction logs on user activity in
the Computer Science Technical Reports Collection of the
New Zealand Digital Library for a time span of one year.
Their focus is on statistics on query construction and refinement. More recently, [4] report findings on how users go
about searching the Library of the University of Macedonia
in Thessaloniki. Their focus is on how the user search characteristics are affected by the user backgrounds. To this end,
they ask users to specify their educational level, e.g., undergraduate, graduate or faculty, as well as their department
and type of search (simple or advanced). These studies,
however, do not take into account the contiguous sequence
of user actions, but perform statistical analyses on singular
events.

3.

TERMINOLOGY

To simplify the following discussion, we briefly introduce
some of the terms we use in the remainder of the paper.
Session is a time-contiguous sequence of actions performed
by the same user. Alternatively, a session might be
defined as a sequence of queries posed by the same
user with the same information need in place. Unfortunately, identifying such sessions is only possible
by finding semantic demarcations, e.g., by relying on
query similarity. Yet recent work [6] indicates that
such demarcations may not exist as a user may work
simultaneously on several information needs. In this
paper, we find session boundaries by relying on the
PHP session ID and the additional requirement of no
more than 5 minutes of inactivity between subsequent
actions within the same session.
Session length is the number of actions (as defined in Table 2) performed within the same session.
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Action
search sim
search adv

Unique query is a unique query within a session.
Repeat query is a re-occurrence of the same query within
the same session, e.g., when a user navigates using the
browser’s back button, or decides to pose the same
query to a different collection.

search res
search url
view brief

Result record is the metadata a user sees when clicking
on a search result link.

page brief

Result page contains a list of result records.

4.

view full
available at

LOGGING FUNCTIONALITY

Starting in December 2006, TEL put the logging of user
search activities in place. For each user search session, a
bunch of information is logged to a MySQL database table
tel action logs. Its schema is shown in Table 1. In case a
Attribute
userid
userip
sesid
lang
query
action
colid
objurl
date

Description
”guest” for non-registered users
IP address
PHP session ID
language code of portal interface
query text
user action performed
collection ID
URL of objects reached through the actions
available at or see online
timestamp

see online
col set X
option send email
option print
option save <reference
|session favorite>
service <country>

service all

Description
simple search
advanced search
search initiated from a result record
page
search initiated form url query string
display of result page
navigation between result pages using
”Next” or ”Back”
display of individual result record
”Available at Library” link on result
page clicked to view associated record
in native interface
”See online” link on result page clicked
to view associated object in native interface
collections chosen by method X
email containing the result record’s details is sent to the user
result record is printed
result record is saved in reference manager/session’s favorites
full record service link to <country>
used for the currently viewed result
record
full record service link to other Web
services such as Google, Amazon, etc

Table 2: Logged actions
Table 1: TEL action logs
user has registered, her respective userid allows to identify
her and relate her with her profile captured in a separate
table tel user share. Otherwise the default value for this
field is set to ”guest” and the only way to possibly group
actions by users is through users’ IP addresses. However, a
group of users might share a common IP address, e.g., in case
they access the Internet through the same service provider’s
proxy. Thus user IP addresses might collapse several users
into one, and are not reliable for user identification.
The sesid and date fields empower us to reconstruct contiguous sequences of user actions in the right order, and define search sessions. The lang field does not necessarily tell
the query language, however, it might be an indication for
users’ background, as it specifies the language of the portal’s
interface. This is by default English, but may be altered by
the user through a drop-down menu. The tel action logs
contain an entry for each single user action. Descriptions of
the distinguished actions are listed in Table 2.

5.

USERS

Quite a number of improvements on the user search experience are feasible relying on the observed behavior of a
community of users. However, the additional benefit of personalized services requires to track individual users. As mentioned beforehand, a reliable user identification is only possible by means of active user registration. TEL offers users
the opportunity to register and benefit from personalized
services, e.g., registered users may store favorites for later
sessions and save search sessions in their history, whereas all
favorites of non-registered users will vanish at the end of the
search session. Services to be added in the near future will

allow the user to save selected collections to prevent users
from going through the cumbersome process of collection
selection over and over again.
Apart from identifying users, the registration allows to
gather additional background information which might be
valuable for finding homogeneous user groups at a later
stage, e.g., users may specify up to 5 interests chosen from a
drop-down menu, their country, occupation, as well as how
they got to know TEL.
Currently, however, the number of registered users is still
quite sparse. We find 102 distinct users in the action logs
who are spread across the world, e.g., TEL has users from
European countries, such as France (65 users), Poland (58),
Germany (38), but also from all over the world, e.g., from
the United States (54), Algeria (12), Argentina (12), Taiwan
(1), Haiti (1), and many more. The amount of logged information per registered user is yet still sparse as well. Most
users just seem to have experimented with this feature and
tested it for one day or just a handful of search sessions.
Apart from that the chosen interface language gives hints
on the backgrounds of users searching the portal. The majority of users (70%), however, retains the default interface
language English, yet these users need not be British, but
reluctant to adapt the interface to their mother tongue, and
capable enough of the English language so to not care about
this feature.

6.

SEARCH SESSIONS AND QUERIES

Sessions, as defined in Section 3, contain on average 9.74
actions with the median session length being 5. The mean
(median) number of queries issued per session is 2.55 (2)
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with a mean (median) of 1.8 (1) unique and 0.75 (0) repeat
queries per session. These values are quite similar to what
is known from user studies on Web search ([7, 6]).
TEL utilizes CQL (Common Query Language) for formulating queries. Its syntax is defined as follows.
q

q = q1 and q2
q = q1 or q2
q = not q 0

=

(title all ”keywords”)

||

(creator all ”keywords”)

||

(subject all ”keywords”)

||

(type all ”keywords”)

||

(language all ”keywords”)

||

(isbn all ”keywords”)

||

(issn all ”keywords”)

||

(”keywords”)

Thus users may restrict their keyword searches to various record fields such as the title, and combine several such
constraints by the boolean operators and, or and not.
Syntax
AND
OR
NOT
Title
Creator
Subject

#
4486
162
158
6744
5505
1181

Syntax
Type
Language
ISBN
ISSN
Plain
Total

The first simple counting method, extracts the keywords
embraced in quotation marks and brackets from each query
(thus neglecting syntactic functionals such as ”and” and ”all
title”), and counts how often each term pair co-occurs in the
same query. With this technique we find a number of correlations between stopwords. These are words that carry no
meaning, such as ”and”, ”the”, ”of” and so on. Moreover,
the pairs <all, title> and <all, creator> occur frequently
indicating malformed queries. E.g., the logs contain queries
such as (”title all lenz and creator all büchner”) which do not
follow the CQL specifications. Most probably such queries
are the result of users trying to use advanced search features when posing queries through the simple search interface. Furthermore we sometimes find plain keyword queries
that are not embraced in quotation marks and brackets (byron as opposed to (”camus”)) indicating some flaws in the
interface’s query construction. For our analysis we neglect
malformed queries. Filtering pairs of stopwords we find the
term correlations listed in Table 5. Some other interesting correlations are <faust,goethe> (39), <world,war> (39),
and <ervin,baktay> (37).

#
141
716
692
160
59940
72088

Term pair
<journal,of>
<all,title>
<all,creator>
<history,of>
<harry,potter>

Query
(”poland”)
(”kochanowski”)
(”shakespeare”)
(”mozart”)
(”harry potter”)
(”polska”)
(”mickiewicz”)
(”goethe”)
(”france”)
(”dante”)

#
99
86
73
71
62
59
58
54
45
45

Query
(”bible”)
(”hugo”)
(”cervantes”)
(”a”)
(”voltaire”)
(”victor hugo”)
(”baktay ervin”)
(”law”)
(”europe”)
(”history”)

#
44
43
39
38
38
36
35
35
35
34

Table 4: Top-20 most frequent queries

Query Term Correlations
For the sake of automatic query expansion or query reformulation suggestions we are interested in correlations between query terms. Highly co-occurring query terms are
most probably semantically related and thus possible candidates for expansion. We follow three different routes for
finding query term correlations.

Term pair
<european,union>
<herz,henri>
<european,of>
<vinci,da>
<world,the>

#
69
67
65
64
61

Table 5: Term correlations

Table 3: Frequency of usage of query syntax

Table 3 shows how many of the 72,088 unique queries
found across all sessions contain certain syntactic elements.
By far the majority of queries, however, are plain keyword
queries. When turning to the question what kind of queries
user pose, we consider the most frequent queries posed. As
Table 4 depicts, these queries are quite different from standard Web search queries.

#
178
144
137
124
96

Secondly, we follow a slightly more structured variant
of this approach by extracting <field,term> pairs from all
queries instead of plain keywords. Thus we don’t lose the
knowledge whether a term, e.g., occurred as a search term
on the title field only or on any field. Again counting cooccurrences in queries we find correlations such as
<<creator, goethe>, <title, faust>>,
<<creator, maironis>, <title, pavasario>>, and
<<title, balsai>, <title, pavasario>>.
With this approach we not only learn term correlations
but also learn their possible semantic meanings, e.g., terms
in the creator field are most likely to be authors’ names.
However, as the vast majority of queries are plain keyword
queries, we obtain with this method to a great extent similar
correlations as with the purely keyword-based approach.
A third alternative for term correlation mining postulates
that terms are correlated whenever they occur within the
same session in subsequently posed queries. To ensure that
contiguous queries are related we require them to have at
least one keyword in common. E.g., the query chain (”chemistry of coffee”, ”ph of coffee”, ”coffee ph”, ”determination
of coffee acidity”) would allow to relate chemistry and ph,
as well as ph and acidity with each other. Taking as measure of correlation strength the number of distinct sessions
showing the same correlation pattern, we obtain still correlations very similar to the ones the preceding methods yielded.
More sophisticated methods are conceivable to make use of
query reformulation chains, e.g., in the spirit of [5], as soon
as more data becomes available.

7.

USERS’ NAVIGATIONAL PATTERNS
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3% 0%

11%

Search

Search
36%

Session
start

Result

Resultlist

15%

Resultlist

End Of
Session
Result

Session
end

Collectionselection
Follow-upaction

Follow-up
35%

Collection

Figure 1: Markov model of users’ search behavior
To study typical search patterns and indicate current shortcomings of the TEL portal structure, we devise a Markov
model of the users’ navigation in the flavor of [3]. We adapt
the model, presented in [3] for studying the Web search
behavior of users when querying a search engine such as
Google, to the specifics of the TEL portal as follows. Viewing the sequence of user interactions with the portal as a
set of events over time, user actions constitute the states
of our Markov model, and transitions occur whenever the
user performs the next interaction. However, the states of
our Markov model are not plain actions but correspond to
a classification of user actions into 5 principal action types
as follows.
Search search sim, search adv, search res, search url, search
Resultlist view brief, page brief
Result view full, see online
Follow-up action available at, option save session favorite,
option send mail, option print, option save reference,
service all, service <country>

Figure 2: Transition probabilities after the state sequence (search, resultlist)

these cases the user does not seem to have found what she
was looking for, however, she still hopes to reach the desired information through her actions. This is also true for
the 3% of the cases where the user decides to switch to a
completely different collection set. In 15% of the cases the
session ends at that point indicating an unsuccessful search.
Only in 11% of the cases the user implicitly acknowledges
the relevance of a displayed result by viewing its detailed
record information.
We have already been arguing which user actions might
allow us to reason on the success or failure of a search to
devise improvements of the search mechanisms. A question
along these lines is whether it is possible to infer the success
of a session from how the session ends. From Figure 3 we see
that around 12% of the sessions might have been successful
as they end in result or follow-up action states. Another hypothesis would be that those sessions ending in search states
did not succeed, whereas the majority of sessions ending in
resultlist states might be so and so. To get more insights
on this, we computed session statistics per session end state
(see Figure 4).
From there we find sessions ending in a
14%

Collection selection col set theme, col set country,
col set default, col set subject, col set desc
Aggregating all user sessions we recorded, we estimate
the transition probabilities between action types from the
observed user behavior. We might consider two variants of
this model, a time-inhomogeneous one where each state does
not only represent a user action but also the position of this
action in the search session, and a time-homogeneous one,
as illustrated in Figure 1, where transition probabilities are
independent of how much time has past since the session
started.
The first question we tackle with the help of this model
is how users behave after posing a query. Three fourth of
the times a search is followed by the user viewing a list of
results, the next most probable actions a user might perform
are to immediately start a new search, or end the session.
In only 1% of the cases a user chooses to refine her collection selection. All actions apart from viewing the result list
exhibit the dissatisfaction of the user with the search.
Looking closer into the cases where a search state is followed by a resultlist state, the probabilities for the next
states to come are illustrated in Figure 2. In approximately
one third of the cases the query is rephrased and in one
third another result list is viewed (either by requesting the
next 10 results (in 12.5% of the cases), or switching to the
result list of another collection (in 87.5% of the cases)). In

22%

3%

search
resultlist

12%

result
follow-upaction
collectionselection
49%

Figure 3: Distribution of the last state of a session
collection-selection state being mostly short, pure exploring
sessions as they contain only few queries and almost none
result records are viewed. Sessions ending in a search state
seem to be mostly unsuccessful as they result in few viewed
result records. For sessions ending in a resultlist state the
situation looks slightly better. However, the most successful
searches measured by the number of result records viewed
and follow-up action done, are those sessions ending in a
result, respectively follow-up-action state.

8.

COLLECTION SELECTION

The collections to be queried may be chosen in different
ways. Within the TEL search interface, the user is presented a radio button list of thematic sets of collections he
may choose from right below the search box. By default,
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16
14
12
10
Average #queries

8

Average session
length

6

Average #result
actions per session
4

Average #follow
actions per session

2
0
search

resultlist

result

follow-upaction

collectionselection

Figure 4: Statistics per session end state

the default collection list is checked. In case more freedom
in assembling the collections to be searched is wished, the
user may either navigate through the set of all collections
ordered by country or subject and select her preferences.
Yet another possibility of specifying collections is by searching their descriptions. Thus the user may choose collections either thematically which happens in 3231 sessions, by
country (in 75 sessions), by subject (in 22 sessions), by description (in 6 sessions) or keep the default setting. In 332
sessions the user re-initiated the collection selection to the
default collection. Comparing these numbers with a total
number of 40,050 sessions considered, we can conclude that
the great majority of sessions relies on the default collection
list without ever changing this setting.
Collection

Rank(#
viewed result pages)

Rank(#
viewed
records)

Online books, images, maps, music...

1

2

1

British Library integrated catalogue

2

1

2

Online
catalogue
of
the
German
National Library

3

4

3

SBN OPAC (Italian)

4

2

8

Rank in default list

ARSBNI 1

5

21

Top-1
in
”digitized
books”

General Catalogue
Koninklijke Bibliotheek

6

7

5

BN-OPALE
(France)

7

5

9

The Danish National Collections

8

6

19

Serials and periodicals

9

15

Top-1
in
”newspapers
and
periodicals”

Science, technology
and business

10

17

Top-1
in
”scientific
articles”

PLUS

When we compare the frequencies with which collections
are queried and records are viewed, as well as their ranks in
the default and thematic collection lists, we conclude that
users most often view the results in the default order presented by the TEL interface, however, the results that convince users are more often not in the collections ranked highest in the default setting (see Table 6). Thus here lies a big
potential of improvement by carefully choosing the collections presented to the user, as well as, the their order.
As a first step towards this goal we examine correlations
between queries and collections whenever the result record
for a given (query, collection) pair is viewed or a follow-up
action is undertaken. Still this information is sparse, however, the queries associated with the collections Atlases (see
Table 7) and Religion (see Table 8) indicate the potential of
a query-driven collection suggestion.
estonia(2), spain(2), maps(2), europe(2), map(2), krakow(1), austria(1), catalonia(1), brussels(1), france(1), morocco(1), hungary(1), africa(1), atlas(1), ukraine(1), livonia(1), holland(1),
corfu(1), roman(1), belgrade(1), . . .

Table 7: Queries for the collection ”Atlases”

islam (4), coran (3), jesus (2), biblia (2), religion (2), buddhism
(2), bible (2), ibn arabi (1), history (1), jesuits (1), ethics (1),
anselmus (1), cumont (1), mere christianity (1), mohammed (1),
...

Table 8: Queries for the collection ”Religion”

9.

CONCLUSIONS

We presented a systematic methodology for the analysis
of logs from The European Library portal, which provides
us preliminary insights on user navigational patterns within
the portal, as well as first ideas for an improvement of user
search experience. The increasing amount of logging data
that becomes available will drive a continuous refinement of
our methods and findings.

10.
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Abstract
Traditionally, search engines treat the keywords
entered by users as a text string, without trying to understand the sense behind the user’s
need. There has been some recent work done
in trying to understand the user better and
model her interests to improve the relevancy
of the results retrieved by the search engine. In
this paper, we present a new hierarchical modeling of a user’s interests which allows for the
placing of a particular preference into context
and an intuitive way to order her preferences,
such that higher relevancy is achieved in the
retrieved results. We discuss an approach that
exploits these inherent semantics from the hierarchical structure and re-ranks the retrieved
results for the particular information need. We
accompany our approach with a set of experimental results, which show the merits of such
an approach.

1

Introduction

Alice is a chef by profession and an average internet
user who relies on the popular search engines to find
any information on the internet. When she enters the
keyword Italy in a search engine, traditionally she is
shown results depending on the popularity of web pages
(a web search for ’Italy’ retrieves results with tourism
and football related web pages ranked higher), which are
not related to her interests on the topic of Italy (Italian
cuisines in this case). There has been some recent work
done in trying to understand the user’s need, by using
her past search/click history or by clustering of results in
categories and allowing the user to select one section and
view further results in that category (Vivisimo 1 ). But
these approaches have limitations in understanding the
user’s interest and the semantics behind the keyword she
is searching for. Personalising the search activity using
a profile of her interests helps us in understanding what
the user is searching for and retrieve results accordingly,
without making the user to add terms at query time.
1

www.vivisimo.com/

In this paper we present an approach towards modeling the user preferences in an intuitive hierarchical structure and utilize the relationships between the terms to
interpret the query semantics by looking at the context
of the user’s interests. The rest of the paper is organized as follows. In section 2, we describe our model
and discuss its features. In section 3, we describe our
experiments and discuss the user evaluation results. In
section 4, we discuss the related work and conclude in
section 5.

2

Preference Model

We propose an approach to model the user preferences
as a hierarchical structure, which we define as Preference Tree. Formally we define it as a rooted tree
P = hV, E, Li, where
- V is a finite set of nodes,
- E is a finite set of directed edges on V
- L is a finite set of labels
Each node, ni ∈ V, is arranged in the Preference Tree
in a hierarchical order of relationships and each directed
edge, ei,j ∈ E, connecting the nodes ni and nj , indicates the parent-child relationship between them. Each
child node represents a concept defined under the scope
of the concept represented by its parent node. For each
node ni ∈ V there exists one and only one label li ∈ L,
which we define as preference-tuples. Each preferencetuple has a structure hname, ω, p~name i, which is a combination of an atomic term (name), a real number (ω)
indicating the user’s interest in the concept represented
by the atomic term, which we define as the preferenceweight and a vector of terms (~
pname ), which we define as
the preference-vector. For example, a sample preferencetuple looks like - hItaly, 0.4, p~Italy i, which means that
the user has a preference for ’Italy’, the ω-value of 0.4 is
the user’s preference-weight for this concept (similar in
notion to the degree of interest in [10]) and p~Italy is the
preference-vector for this node and stores the hierarchical information about its ancestors. (We shall discuss in
detail these two notions in the next paragraphs). These
preference-tuples are placed along the nodes of the Preference Tree, which are arranged in a manner such that,
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the higher a node appears in the tree, the more general
is the concept it represents and as she traverses deeper
down the tree, the user becomes more and more specific
with her preferences. This assumption is in accordance
with recent work that assumes general hierarchical structures for schema matching [8] and ontology elicitation [7]
purposes. More specifically, Giunchiglia et al have introduced the notion of the concept of a node, which, for
each node in a hierarchical structure of concepts, represents the information content of that particular node. In
our model, the tree nodes have preference-tuples as their
labels and hence, following the formalism in [8], when
a node B appears below a node A, there is a parentchild relationship between A and B, making the child
node more specific in the concept represented by its parent node. In this manner, starting from a particular
node in the hierarchy, the semantics of the user’s preferences are implemented inherently in our Preference Tree.
We store this semantic relationship using a simple conjunctive propositional formula, which we define as the
preference-vector whose elements are the nodes in the
path towards the root. Our Preference Tree is analogous to the lightweight ontologies we come across in our
day-to-day workplace [7]. Tree structures such as the file
directory structure on our computers, the various email
folders in our mail clients, the web directories etc can be
considered as examples of Preference Trees.

Figure 1: Sample Preference Tree
Relative Preferences
Consider a particular section of a user’s Preference Tree,
shown in Figure 1, describing her interests in sports.
The preference-tuples are placed on the nodes as depicted. ωGermany and ωItaly (0.6 and 0.4 respectively in
the figure) are preference-weights indicating the user’s
relative preference between the sibling nodes. The assigning of numeric values to preferences is built on the
notions suggested in [9], [5], [4]. Using a cardinal utilitybased approach we quantify the preference of the user
for a given concept into a real number. Given a context
of preference, these numbers represent the user’s relative
preferences among the sibling nodes. In our Preference
Tree model, we assume few properties for the preferenceweights (ω − values).

• for all the child nodes of nodeP
"k", the ω values are
normalized to unity. Hence,
ωi = 1, where ωi is
the weight for a node "i" that is a child of node "k".
This normalization of the sibling preference-weights
is done to convey the user’s relative preference between them.
• if ωA < ωB , this indicates that the user prefers
pref erenceB to pref erenceA . Referring to the
above example, ωItaly < ωGermany , i.e. the user
gives higher preference to Germany than Italy (in
the context of Football), though both of them are
of some interest to the user and appear in her Preference Tree.
• the preference-weight for a node ωA is independent
of the preference-weights of its parents or children
and is only dependent on the preference-weight of
its sibling nodes.
Semantics of User’s Interests
In the above discussion, we claimed that the semantic information of a preference is stored inherently in
the hierarchical structure we have proposed. Similar
to the Conjunctive Normal Forms suggested by the authors [8], we store the relationship between a node
and its ancestors in the form of a vector, which we
term as the preference-vector. Considering the section of Preference Tree illustrated in figure 1, we observe that the ’preference term’ Italy appears at more
than one place. For the purpose of discussion, consider the two occurances of Italy under the different
paths of Leisure → Sports → Football → Italy and
Leisure → Travel → Europe → Italy. Since their
positions in the tree are different, their semantic meanings are also different from one another i.e. the user’s
preference for ’Italy’ is different for the various concepts
of ’Travel’ and ’Sports’. When the user is searching for
’Italy’, then it would be optimum if the retrieved results
reflect the similar variance. We capture these semantics of the user’s needs in our preference-vector which
is built on the formalism proposed by Giunchiglia et al
(recollect the notion of the concept of a node from the
earlier discussion [8]) and calculate the logical formulas
corresponding to these nodes as [Leisure ∧ Sports ∧
Football ∧ Italy] and [Leisure ∧ Travel ∧ Europe
∧ Italy]. As we read these formulas from left to
right, the preferences become more specific. We utilize these formulas to construct the preference-vectors
which are stored on the nodes of the Preference Tree
as mentioned above. For example, for a node Italy
under the path, Leisure → Sports → Football →
Italy, the preference-vector is computed and stored
on its node as [(Leisure,ωLeisure ), (Sports,ωSports ),
(Football,ωF ootball ), (Italy,ωItaly )]. When the user issues a search command for a keyword, we select those
nodes of the Preference Tree which are having terms
closest in similarity to the given keyword2 . For the
2
For query terms not appearing in the Preference Tree,
we can refer an oracle (e.g WordNet) to obtain similar terms
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selected nodes in the Preference Tree we use their
preference-vectors to perform the similarity matching
and re-ranking of the documents retrieved for the queried
keyword. As our experimental results suggest, this approach helps to distinguish between documents containing the same terms but having totally different semantic
meanings.
Scaling of ω values
One would argue that while doing similarity matching
between the preference-vector of a node with the document vectors from the collection corpus, there could
be some false positives in the results, since the ancestor node terms appear along with their ω-values in the
preference-vector of a particular node. For this reason we
introduce the scaling of the ancestor ω-values for a given
node, which is necessary to reflect the hierarchical relationship between the nodes and to diminish the influence
of the preference-weights of the ancestor nodes, relative
to the distance of the ancestor node from the particular node. It emphasizes the specificity of the term being
searched. The preference-vector for a node A, contains
its preference weight ωA and the scaled value of its ancestors preference weights. For example, given a preference
node A with preference-weight ωA , if node B is an ancestor then its scaled preference-weight is ωB 0 = ωB ∗ 1/mk ,
where m ≥ 2 and k is its path distance, along the tree,
towards the root node starting from node A.
For each step k one goes up the tree along the path
of the ancestors, the scaled weight is 1/mk ∗ ωA where
ωA is the original preference-weight of node A. Consider
a sample path along the Preference Tree, with the arrow direction indicating the parent → child relation,
A[ωA ] → B[ωB ] → C[ωC ] → D[ωD ], the scaled preferencevector for node D represented as [(A, ωA0 ), (B, ωB 0 ),
(C, ωC 0 ), (D, ωD )] is calculated in this manner:
- for node A, k = 3 ⇒ ωA0 = ωA ∗ 1/m3
- for node B, k = 2 ⇒ ωB 0 = ωB ∗ 1/m2
- for node C, k = 1 ⇒ ωC 0 = ωC ∗ 1/m1
In this manner the influence of the preference weight of
the ancestors is slowly diminishing as we are moving up
from the node’s position in the direction of the root node,
in the Preference Tree. Considering an example similar
to the one mentioned before. Leisure → Sports →
Football → Italy; the initial preference-vector for the
node Italy would be [(Leisure, 0.5), (Sports, 0.4), (Football, 0.7), (Italy, 0.4)], with m = 2, the scaled preferenceweight (ω) values would be [(Leisure, 0.031), (Sports,
0.1), (Football, 0.35), (Italy, 0.4)]. As we see, though
Football had the highest ω-value in this preferencevector for Italy, after scaling its effect on the similarity matching process (while querying and ranking) is reduced, such that results having the maximum similarity
with the term Italy but influenced strongly by the term
Football are given higher priority. Without this scaling, the term Football would have a stronger influence
on the results as compared to Italy.

3

Experiments

For the first set of experiments, we used the Cranfield
Test Collection [3]. In addition to the 1400 documents
available in this collection, we have added some more
documents, obtained after crawling and parsing the text
from the web pages of BBC3 and Wikipedia4 . This was
done to add some variance to the content and themes
of the documents available, so that we could test the
functioning of the algorithm for different sets of preference profiles. For each of the document in the collection corpus, we created the term frequency - inverse
document frequency vector using the classical TF-IDF
measure [19]. We applied the Porter Stemmer algorithm [16], on each of these terms to strip any suffixes
present. We implemented the hierarchical trees in SQL,
while the user interface and the control logic was implemented in Java. When a query is made, those nodes of
the user’s profile are activated which are closest in sense
to the query keyword and their corresponding preferencevectors are used for re-ranking of the retrieved results.
The similarity between these preference-vectors and the
document vectors is calculated using the classical Cosine
Similarity measure [19]. As for the ranking function, we
have now implemented a simple ordering based on the
similarity measure.

3.1

User Evaluation

We assessed the effectiveness of our approach by evaluating with a set of users (15 graduate students from our
University Campus). The Preference Trees were different for each of the user (depending on the respective
interests and preferences of the users), with an average of 75 nodes and a depth of 5 levels. They were
asked explicitly for their interests on a wide range of
topics. The retrieved documents were re-ranked using
these Preference Trees and distributed among the users
for evaluation. We collected explicit relevance feedback
from the users. The feedback questionnaire asked explicitly for the users opinion on the relevancy for each of
the document - by marking it as either Not Relevant,
Relevant, or Highly Relevant. The users were also
asked for their general opinion on the retrieved documents, about the overall relevancy to their interests in
general.

3.2

Results

All the users (with one exception) reported that the documents returned by the system were relevant to their interests (figure 2). A look into the relevancy percentage of
the documents show some positive results. We observed
one interesting pattern - the users, who had elicited in
detail their preferences, by giving an exhaustive list of
their interests and relative choices among them, had
found a larger percentage of the retrieved documents to
be relevant to them, as compared to those users who
were very brief in describing their preferences.
3
4

http://www.bbc.co.uk/
http://en.wikipedia.org/wiki/Main Page
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Figure 2: Relevancy of Documents
If we make a deeper analysis of the documents labeled as relevant, we find some skewed results (Figure 3).
Many users found a majority of the documents to be just
relevant and not highly relevant. We interpret this behavior due to two reasons.
• Firstly, our approach at present is to find documents
relevant to a user by matching her preferences. We
have not done any work on evaluating the interestingness of the document, before recommending it
to her. Interestingness of a document is a measure
of the information content or quality of information
contained in the document, and is an altogether different research problem in the data mining community.
• Secondly, the nature of the Test Collection we have
used could have influenced the results. The Cranfield Collection is not very huge and lacks in thematic variety. The pages we added to the collection,
after having crawled from the websites mentioned
were not sufficient in adding some diversity to the
content of the collection.

Figure 3: Specific Relevancy
Hence in a second set of experiments we implemented
our algorithm over the search results retrieved by a
search engine. We collected keyword queries from the
users (whose preferences were collected a priori) and
queried Google through its web search API. For each
query term, we retrieved the top-300 ranked results and
stored them as a collection of documents. We stored the
snippets of the retrieved results as contents of the documents. We believe the summary of a web page reflects
its contents and is a sufficient metric for its classification [13]. We constructed the tf-idf vectors for these
documents and by measuring their similarity with the
preference-vectors from the user’s Preference Tree we
re-ranked these top-300 results. We compared the two
sets of rankings using the Precision@N metric. Precision@N indicates the precision values for N number of

retrieved results. We observed that in the case of simple
ranking of Google, the precision values were not good
initially, but were improving monotonically as the result
set increased (figure 45 ). While re-ranking the results
by utilising our preference-vector rated all the results
relevant to the user to a higher rank and thus achieving precision values close to unity (1.0) in the initial sets
of results itself. The user’s opinion was sought if these
revised results indicated their preferences for that keyword. 80% of the users agreed that the revised rankings
reflected their choice of documents for the given keyword query. Thus, by re-ranking the results retrieved
from a search engine using our preference-vector, the system could give a higher rank to the documents/webpages
which are more relevant to the user’s interest in that context.

Figure 4: Precision@N results

4

Related Work

Personalized systems and services have two major aspects involved - (i)Preference Elicitation or capturing
the user’s interests and preferences and (ii)Preference
Modeling or managing the knowledge of the user’s preferences obtained a priori by the system. Capturing
of the user’s interests (through explicit feedback from
the user or applying implicit interest indicators), is a
vast field of research in itself. There have been several
approaches towards capturing the user’s interests such
as [2], [6], [20]. Our Preference Tree can be used to
model the knowledge of the user’s preferences obtained
by the above mentioned methods and the preferenceweight values can be calculated by the techniques described by them. For example, by observing the user’s
browsing history (as in [6]) we can modify a reference
ontology (eg. ODP6 ) and construct our Preference Tree,
assign preference-weights to the nodes and construct the
preference-vectors.
Most of the preference modeling approaches use a flat
’bag-of-words’ kind of profile [1], [11], [14], [21]. There
have been other approaches towards modeling the user’s
preferences in a hierarchical structure [10], [17], [18].
Storing the user profiles in a hierarchical manner, gives
us many advantages over a flat structure, as we can
5
These were the values for a query on ”Italy” for a user
with preferences on Italian cuisine and no interest in sports
6
http://dmoz.org
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utilise the inherent relationships between the nodes of
the hierarchy to better understand the user’s interest on
a given context.
Our personalization technique uses the same notion
that query augmentation and result processing are the
primary ways to personalize the search for an active
user [15]. Our approach is orthogonal to theirs as we
combine the process of query augmentation (using the
atomic preferences stored as node labels) and result
processing (by utilising the preference-vector ) to interpret the semantics of the user’s information need more
effectively. Our approach differs from the other hierarchical approaches [10], [17], as we introduce certain
metrics that help us to disambiguate the relative preferences between the sibling nodes of the hierarchical user
preference model. Our model also provides a heuristic
(preference-vector ) to understand the semantics of the
keyword from the concept represented by its position
in our Preference Tree. Our work is complimentary to
the works of [6] and [12], in the sense that our Preference Tree could be used to model the user knowledge
obtained by the approaches defined in their work. Their
approach may appear similar to us, as they also employ
weights to indicate the user’s preferences. But the major
difference is that they build a vector or matrix of terms
and assign weights to these terms under each category
in the user’s profile, while our preference-vector is built
using the relationship between a node and its ancestor
nodes in the Preference Tree. The scaled-hierarchical relationship encoded in our preference-vector helps us in
resolving the ambiguity arising out of duplicity in the
user’s preference terms and a better understanding the
semantics of the user’s query.

5

Conclusion

We have presented an approach towards modeling the
user preferences in a hierarchical structure what we
term as Preference Tree. We have introduced notions
(preference-weight and preference-vector ) which help us
to understand the semantics of the user’s information
need in a better manner. From the experimental results
we have observed that by re-ranking of results using our
preference-vector, we can improve the precision performance of search engines.
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ABSTRACT
The focus of the research presented in this paper has been
to explore possible approaches for providing dynamic
personalized information access to educational digital
libraries (EDL) through adaptive information visualization.
While information visualization is the newest paradigm of
information access, it has several unique features that
distinguish it from other paradigms, such as information
retrieval, filtering, and browsing. This paper provides a
brief overview of our recent work by presenting three
systems: Knowledge See II, NavEx Advise and QuizVIBE.
These systems vary in the underlying visualization
approaches, the adaptation mechanisms behind the
visualization, and the types of educational resources.
Altogether they demonstrate the potential of adaptive
information visualization in the context of EDL.

1. INTRODUCTION
Personalization is one of the recognized priority research
strands in the field of Digital Libraries (DL). One of the
key problems of personalization in DL context is to help
the users locate resources that are relevant to their goals,
knowledge, and interests through personalized access to
resources [10]. Personalized access is especially important
for educational digital libraries. The results of several
research projects have shown that the ability to choose
appropriate educational resources requires a relatively high
level of background or subject knowledge [4; 18]. We can
hardly expect an average student to be able to locate
relevant resources without external help, even in a
relatively small EDL. In the context of traditional libraries
this help is provided by a librarian. In the context of EDL it
can be provided by automatic personalization.
The multitude of work on personalized information access
in DL context can be classified by the underlying way
(paradigm) of information access such as information
retrieval (IR), information filtering and recommendation
(IFR), hypertext browsing (HB) or information
visualization (IV) [9]. Our research team was traditionally
focused on personalized HB (also known as adaptive

navigation support). More recently, we started to explore
the prospects personalized information visualization. While
IV is the newest paradigm of information access, it has
several unique features that distinguish it from IR, IFR, and
HB. Information visualization allows users to see a
relatively large set of information resources as a whole,
while still being able to discern individual resources. These
resources are usually presented in two or three dimensions
using various visual cues to show document properties and
the relative positioning of documents, in order to express
several different relationships between the documents. As a
result, a fully two- or three-dimensional IV has a much
higher expressive power for organizing information
resources than an IR/IFR system, since the latter is limited
to a one-dimensional expressive power (a list of links) or
hypertext. The higher expressive power of information
visualization is usually complemented by a higher level of
interactivity (Figure 1): most information visualization
systems allow the user to manipulate the presented
documents observing the changes in visualization. In the
context of information access, such pioneer systems as
VIBE [17], Envision [13], and MovieFinder [1] have
demonstrated the benefits of interactive two-dimensional
visualization.
Both expressive power and interactivity are important for
personalized access. Expressive power allows the system to
present a variety of personalized details about the
documents while interactivity supports better user modeling
[12]. Despite that, major research on adaptive information
visualization has not yet begun. While dozens of projects
were devoted to developing techniques for personalized
information access within the three older paradigms [3; 16],
at the beginning of our work we have found that only one
project – the Lighthouse system [15] – focused on adaptive
information visualizations.
The approach to adaptive information visualization
explored by our team was motivated by our earlier work on
adaptive navigation support in educational hypermedia.
Adaptive navigation support, an outgrowth of the field of
adaptive hypermedia [3], is a group of technologies created
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to help users find relevant information resources within
hyperspace. Within this group of technologies, we
extensively explored adaptive annotation, which provides
navigation support by attaching personalized visual cues to
hyperlinks. These cues express various attributes of the
documents behind the links and help users select the most
relevant links to follow. By the nature of this technology it
can be used in conjunction with many visualization
approaches.

Figure 1 - Interactivity and expressive power of the major
information access paradigms
The goal of our work over the last two years was to explore
the prospects of annotation-based adaptive visualization in
the context of EDL. We attempted to vary the underlying
visualization approaches, the adaptation mechanisms
behind the visualization, and the types of educational
resources. This paper provides a brief overview of our work
by presenting three systems: Knowledge See II, NavEx
ADVISE and QuizVIBE that vary in almost all of the listed
aspects. The presentation of the systems is followed by a
brief summary and a discussion of future work.

2. KNOWLEDGE SEA II
Knowledge Sea is the platform we use to explore mapbased information access. Knowledge Sea uses cell-based
maps developed using Self-Organizing Maps [14] to
provide access to over 25,000 documents related to
teaching C programming, distributed over the Web. The
cell-based map is an 8-by-8 table of cells where links to
similar resources are places close to each other. Every cell
groups links to similar pages of open and closed corpus
material, with adjacent cells presenting similar material.
When a student clicks on one of the cells of the map, the
cell “opens” and shows the list of available resources inside
the cell. Typically, behind each of these links is one section

from a web-based C programming tutorial or book. The
right side of Figure 2 presents a fragment of one the map
cells. The top part of the cell shows a small map that
presents the position of this cell in the Knowledge Sea map
and the top five keywords of the open cell. The bottom part
shows the list of resources. Each resource link has two
parts: the identification of the tutorial it belongs to
(typically, the author’s name, which also serves as a
shortcut to the root of the tutorial) and the title of the
section. Knowledge Sea II extends the earlier developed
Knowledge Sea system [7] with social navigation support
that is based on the learner’s previous interaction with the
system. It provides “traffic-based” and “annotation-based”
navigation support on the level of map cells and on the
level of individual links.
The idea of traffic-based social navigation support is to
visualize the navigational history of each group of learners.
The intensity of the background color of each cell on the
map represents the intensity of group access to the
documents located in the cell [6] . The map starts with a
very light shade of blue for each cell and, as the students
progress, more frequently visited cells become darker and
darker so that students can easily follow the footprints of
others. Students can also view the history of their own
interaction with the system. The color of the “human” icon
shown in each cell reflects the number of cell visits done by
the individual student. The more visits, the darker the color
of the icon. In this way, students can compare their
interaction with the system with those of their total
community members by comparing the color of the human
icon to the background color (Figure 2). This information
helps the students to decide what cell to visit next.
Traffic-based navigation support is also provided inside the
cell. Each resource is augmented with a human icon on a
blue background. Similar to the map, the background color
of the small square represents the intensity of group activity
and the color of human icon represents the intensity of user
activity. To eliminate unreliable traffic Knowledge Sea II
takes into account time spent reading each page.
Annotation-based social navigation support in Knowledge
Sea II is based on the annotations provided by the students
[11]. Annotation, a natural by-product of reading activity,
provides stronger evidence of importance of the viewed
page comparing with traffic alone. Resources with
students’ annotations are augmented with visual cues. On
the map, the cell including resources with user annotations
are augmented with a small sticky and the cells with group
annotation are augmented with a thermometer icon. The
temperature grows warmer when more students associate
positive annotations with the page. Inside the cell,
resources with user annotation are annotated with a sticky
note, or a thumbs up depending on the type of the note and
resources with group annotations are augmented the same
thermometer icon.
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Figure 2 – A fragment of Knowledge Sea map and a map cell with the list of resources

3. NavEx ADVISE
NavEx ADVISE provides an adaptive visualization for C
language examples. It uses a spatial similarity map
produced by ADVISE 2D using a spring modeling
approach. ADVISE 2D is a generic visualization tool build
by our team to explore personalized access to Web based
documents using spring maps. To develop NavEx ADVISE
we integrated ADVISE 2D into NavEx (Brusilovsky,
Yudelson, Sosnovsky, 2006), an adaptive hypertext system,
which provides personalized access to Web based
educational examples. The integrated system uses
visualization engine of ADVISE 2D and the
personalization engine of NavEx (Figure 3). The job of the
spring modeling visualization engine is to allocate
examples in a 2 dimensional space so that the examples are
closer to each other if they are similar and further if they
are dissimilar. The job of the personalization engine is to
define the icon to display each example
In order to get the similarity values between examples,
knowledge-based index with a set of concepts from the Cprogramming domain was generated. The concepts are C
language constructs such as decl_var, void, include,
main_func, etc and the indexing process was done
automatically by a domain-specific parser. Using the index,
we were able to example vectors following a vector space
model. Each vector in this model represents an example.
The vectors are composed of concepts stored in the
examples and each column of the vectors represents single
concept. The value of the vector component means the
occurrence and importance of the concept in an example
using TF-IDF weighting. If a concept appears in an

example, the corresponding column has a value greater
than 0 (0 when absent). TF means the frequency of the
concept in a document and IDF means inverse of the
number of examples which contain the concept. Therefore,
by deciding weight of each concept as TF multiplied by
IDF, we could give more weight to a concept which
appears more frequently in a small portion of examples, not
dispersed over a whole corpus. Similarity between two of
these vectors were achieved by calculating the cosine angle
between them and it ranges from 0 to 1, which means
complete dissimilarity and similarity respectively. Using
this similarity information, the examples are allocated in
the 2 dimensional space of the screen following the rule
mentioned earlier: the similar, the closer. For example, we
can notice the examples like “L11:countdown1.c” and
“L11:countdown2.c” are placed closer to each other
whereas they are far from the ones like “L21:strcomp.c”,
which might be quite different from them in terms of the
concepts it contains.
Personalization is achieved by the icons displayed beside of
the title of the examples. Each example bears two kinds of
annotation: progress-based and prerequisite-based. The
progress-based annotation shown as a partially-filled green
bullet is calculated as simply the percentage of example
code lines already explored by the student, compared to the
total number of annotated lines in the example (Figure 4).
Computation of prerequisite-based “readiness” for an
example is based on a concept-level model of student
knowledge. An example is considered ready for exploration
if all of its prerequisite concepts are already known to the
student to a specified extent. This information is shared and
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synced with NavEx, so that NavEx ADVISE can provide
information according to individual student’s progress in
the domain. More detailed description on NavEx ADVISE
is provided in [5].

questions and were used for similarity calculation between
the questions and the POIs according to the vector space
model and the TF-IDF weighting scheme. Users can drag
the square shaped POIs and according to their movements
the locations of the questions are updated automatically.
Therefore, they are able to identify which question is about
which concept and access relevant information to their
needs. In the figure below, we can notice the questions are
located closer to the concepts like variable_declaration or
variable_initialization and are further from the concepts
such as char or include, and therefore we can understand
the important concepts of the questions displayed. Users
can double click the target icon, open the questions, and
then proceed with answering them. QuizVIBE also
supports some new visualization helper functions which
were not included in the original VIBE: similarity discs and
filters, as well as the standard visualization distortion
features such as zooming, rotating, and panning.

Figure 3 – NavEx ADVISE visualizing educational
examples

Not ready to be accessed
Ready to be accessed
Figure 4 – Annotation cues in NavEx

4. QuizVIBE
QuizVIBE, a system, which provides personalized access
to a repository of self-assessment examples, is based on
VIBE approach. VIBE [17] is a relevance-based spatial
visualization approach. It is somewhat similar to spatial
similarity approaches like ADVISE 2D, but they are
different in that ADVISE 2D considers inter-similarity
among documents (examples) but VIBE considers
similarities between documents and POIs (Points Of
Interest). The basic logic of this algorithm is that the
documents are allocated according to their relative
similarities to the position of POIs. Therefore, if a
document has similarity 0.6 and 0.3 to POI A and B, then it
is located in a position which is two times closer to A than
B. Users are allowed to manipulate and move multiple
POIs and therefore, the position of all documents are
updated to their relationships to the POIs in a real time.
To explore the potential of VIBE visualization, we reimplemented it in ADVISE VIBE tool, which can work in a
Web-based environment and can be re-used with different
type of resources. QuizVIBE uses ADVISE VIBE to
visualize questions (documents) in their relation to
programming concepts (POIs) in a VIBE framework.
Figure 5 shows 12 concepts and 8 questions in the C
programming language domain. The concepts were
automatically extracted from C source codes of the

Figure 5 – QuizVIBE visualizing questions (circular target
icons) and concepts (squares)

Figure 6 – Annotation cues in QuizVIBE
Along with this basic visualization, adaptive annotations
are displayed with visual cues (Figure 6). Here, two types
of information are provided: progress and knowledge.
Question progress is a binary entry, whether a question has
been solved correctly at least once. If it has, each question
bears a checkmark icon, which means this question was
solved. Students’ knowledge about a certain concept is also
calculated by the system and the color of the target icons of
each question encodes the level of the knowledge. There
are five color levels ranging from deep blue to very light
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bluish grey, which means lower to higher knowledge level,
so that users can be attracted more with higher intensity
colored icons. This adaptive annotation is shared and
synced with QuizGuide [8] which provides HTML based
adaptive quiz access. Detailed algorithm and information
are provided in [2].
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QuizGuide: Increasing the Educational Value of
Individualized Self-Assessment Quizzes with Adaptive
Navigation Support. In: Nall, J., Robson, R. (eds.)
Proc. of World Conference on E-Learning, E-Learn
2004. AACE (2004) 1806-1813
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We presented several projects focusing on providing
personalized access to educational digital libraries through
adaptive visualization. The projects use different
visualization approaches and different adaptation engines,
yet they are similar in one aspect: personalization is
provided through adaptive visual cues on various kinds of
information maps. Our next goal is to explore personalized
layout algorithms where the positioning of information
items is influenced by the user model. This work is
supported by NSF grant 0447083 to the first author.
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Abstract: The role of libraries in supporting learning is virtually unquestionable. Research indicates that much learning in life is often in
informal settings. It is interesting to note that mobile computing affords a great opportunity for supporting such learning. Not only are we
living in a "mobile age" or "ubiquitous age", but we are also living in a "digital age". Even as we acknowledge the window of opportunity
that mobile computing affords to libraries, it would also be interesting to consider how mobile computing can help us to exploit context as
far as digital libraries are concerned. We have been exploring various non-conventional paradigms for accessing and interacting with digital
libraries besides the common "search" and "search-refinement" mechanisms. In this paper we describe our work on one of the nonconventional paradigms, catalogue browsing, toward exploiting context in digital libraries through mobile computing.

1 INTRODUCTION
Libraries play a pivotal role in supporting learning. Research
indicates that much learning in life is often informal, in fact
"opportunistic and strictly under the control of the learner.
Learners take advantage of other people, mass media, and the
immediate
environment
during
informal
learning."
(Marchionini & Maurer, 1995). It is worth observing that, user
tasks in the arena of mobile computing tend to be implicit, opportunistic, and informal as well. Furthermore, the latter mobile
users actually tend to take advantage of the context; where context in this perspective includes aspects such as: location, infrastructure/resources, user, physical environment, entities, and
time. Some research also indicates that informal (science) learning outside the formal class setting significantly contributes to
the motivation to learn (Stronck, 1983). It is rather interesting to
note that nearly 85% of students' time is spent outside formal
classroom settings (Bannasch, 1999). The foregoing discussion
indicates that mobile computing affords a great opportunity for
supporting learning in the field of libraries. Not only are we
living in a "mobile age" or "ubiquitous age", we are also living
in a "digital age". Even as we acknowledge the window of opportunity that mobile computing affords to libraries, it would
also be interesting to consider how mobile computing can help
us to exploit context as far as digital libraries are concerned. In
DELOS Task 4.7, we have been investigating various nonconventional paradigms for accessing and interacting with digital libraries besides the common “search” and “searchrefinement” mechanisms. Toward achieving our purpose to
exploit context in digital libraries (DLs) through mobile computing, one of the non-conventional paradigms that we are
working on is catalogue browsing (Catarci, 2006). As far as this
paradigm is concerned, we started off by carrying out a survey
of existing literature/works pertaining to physical and online
catalogues. We then embarked on the tool development process
for catalogue browsing. The latter is geared toward demonstrating and validating the catalogue browsing concept.

2 BACKGROUND KNOWLEDGE
In this section we describe some of the key concepts relevant to
*

the paper. In particular, we describe ubiquitous computing and
context.

2.1 Ubiquitous computing
Weiser coined the term Ubiquitous Computing (ubicomp) and
gave a vision of people and environments augmented with
computational resources that provide information and services
when and where desired (Weiser, 1991). Dix et al. define ubicomp as: "Any computing activity that permits human interaction away from a single workstation." (Dix et al., 2004). Since
then, there have been tremendous advances in mobile and wireless technologies toward supporting the envisioned ubiquitous
and continuous computation and, consequently, ubiquitous applications that are intended to exploit the foregoing technologies have emerged and are constantly pervading our life.
Abowd et al. in (Abowd et al., 2000) observe that ubicomp
applications are characterized by: natural interfaces, contextawareness, and automatic capture of live experiences.

2.2 Context
The term “context” could mean different things to different
research fields. This is because people from diverse research
areas tend to have quite different perspectives of the concept.
Context could for instance refer to: a) domain or data/document
context (e.g. the entire website while in a web page); b) general
context (e.g. accessing the Web from a mobile device while on
the move): The explanation for this perspective may be mainly
attributed to the advent of and advances in mobile and wireless
computing. In this paper, our focus is based on the latter perspective. Context therefore can be defined as "any information
that can be used to characterize the situation of an entity." (Dey,
2000), where an entity refers to "a person, place, or object that
is considered relevant to the interaction between a user and an
application, including the user and applications themselves."
(Dey, 2000). Context entails aspects such as: location, infrastructure, user, environment, entities, and time. The infrastructure could include technical resources such as: server and network capabilities and connections, applications, etc. User

This research effort was supported by the DELOS Network of Excellence on Digital Libraries (http://www.delos.info).
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includes: user data/profile, usage patterns, etc. The environment
refers to the physical condition of the setting an could include:
light, temperature, etc. Entities refer to people, devices and
objects. Time could include: date, time of the day, season, etc.

3 CATALOGUE BROWSING
Toward exploiting context in digital libraries through mobile
computing, one of the non-conventional paradigms that we are
focusing on is catalogue browsing. We started off by carrying
out a survey of existing literature/works pertaining to physical
and online catalogues. We then embarked on the tool development process for catalogue browsing.

3.1 Initial literature review
The initial survey of existing literature/works on catalogues
would contribute to the elaboration of user requirements especially at the outset. In order to elaborate, refine and situate/customize the user requirements for catalogue browsing, we
would incorporate the user or customer through his/her physical
presence and through relevant data collection methods.
Lubetzky (Wilson, 1989) suggested that library catalogue has
two functions: the finding function (“documents” function) and
the collocation function (“works” function). As a basic requirement, an online catalogue should support the primary
functions of a card catalogue: finding and collocation functions.
It is also important to take into consideration the observation
that the online catalogue can help to better identify and characterize library entities “in terms of their nature, scope and orientation through different data fields such as intellectual level,
document type, genre, language code, geographic area code and
additional notes” (Fattahi, 1997). However, the design of online
catalogues should not be too much constrained or limited to the
type of functions supported by card catalogues, but the design
should explore the new possibilities offered by technology to
better match emerging needs and requirements of online behavior. In fact it has been argued before that online catalogues are
still hard to use because they often are designed without sufficient understanding of searching behavior (Borgman, 1996). An
assessment of the effectiveness of online catalogue design
should not be based on its success in matching queries but
rather by its success in answering questions. All these processes
may help to disambiguate or take into account the context of a
user’s information need, thus enabling her/him to find appropriate answers to a need and acquire a better understanding of
knowledge structures in a certain domain. It should also be
pointed out that the design of online catalogue systems has often failed to consider or exploit the social collaborative dimension of searching behavior that can be easily observed in physical libraries. An online catalogue system should never permit a
user's search attempt to fail to retrieve one or more bibliographic records for review and action, and provide assistance to
the searcher where necessary; and never assume the display of a
bibliographic record is the end of a search, bibliographic records can be generative, or serve as information "seeds" to fertilize subsequent searching (Hildreth, 1995). In view of this,
some of the basic user requirements that should be addressed
are: complexity of searching material that has been classified
according to librarians’ taxonomies; dynamic evolving information needs; time constraints, channel or device constraints and;
digital convergence.
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3.2 Catalogue browsing solution
We have embarked on the tool development process for catalogue browsing and access paradigm (CBAP). This is geared
toward demonstrating and validating the catalogue browsing
concept. To that end, we have proposed a high-level DL solution based on the catalogue paradigm to provide library access
and seamless interaction with physical and digital entities (Bertini et al, 2004). The effort relies on mobile computing (Kimani
et al, 2005) and the catalogue paradigm in order to facilitate the
library artefact access and seamless interaction, since it proposes a more natural link between the card catalogue artefact
(as used by visitors of a physical library) and online catalogue
interfaces (as part of the services provided by DL to actors).
Here is an overview of the type of transitions (Rogers et al,
2002) to be supported by the proposed solution:
• Physical to digital: the user could be provided with system
functionality for reading the bar-code of a physical information resource (e.g., a book or article) to digitally collect
further details related to it. We envisage interesting benefits
of providing this facility both to end users of physical/digital libraries (for a quicker access to the information
looked for, possibly through handheld devices) and for librarians (e.g., information updating/maintenance for both
card and online catalogues).
• Physical to physical (through digital) or Digital to physical:
Further services to support users’ activities within the
physical library could be provided by the same bar-code
reading facility. Examples could be the activation of visual
signals to help the user locate the physical book (item) on
shelves or even the instantiation of an automatic delivery
service within the library.
• Digital to digital: this refers to a set of functionalities that
could be designed to better link information provided by
online catalogues to other information services available
through DL, together with the possibility for users to customize-personalize their searches, according to the needs,
devices and contexts in which they happen to access information resources.
The DL solution involves reading of bar-codes on physical
books. The bar-code reading functionality is provided through
an underlying location-based mobile application component
that can read bar-codes on physical books. The reading can then
serve as input to another service supported by the mobile device
DL application. The DL solution also provides a digital search
operation for books through a mobile device. The digital search
operation for a book is carried out by an underlying mobile
application component that not only performs the search but
also adapts the web pages of the search results in order to
minimize input effort and to optimize the display of results on
the mobile small screen real estate. In the adaptation, the users
are first presented with a set of information details that they are
likely to need. As we have described in (Bertini et al, 2005), the
adaptation process is primarily based on usage data/patterns,
i.e., data about how each user fills in forms and interacts with
the data. The idea, which is illustrated in Figure 1, stems from
the following considerations: a) if we are able to present to the
user a minimal subset of the available information, that is, filtering the information that is not relevant for the specific user
and/or for the task at hand, the screen space can be utilized
more efficiently; b) if we carefully select what input to explicitly ask for, we can save some space and, even reduce the
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amount of typing and clicking necessary to carry out tasks.

Figure 1: The overall scenario in which user interactions
and adaptations take place. It is made of three steps, INPUT, where the user submits search parameters, RESULT, where the user receives an ordered list of matching results, DETAILS, where the users goes on clicking a
link in the result list.
It is worth noting that in our tool development process for the
proposed DL solution, we have adopted an appropriate integration of user-centered methodology (Norman et al, 1986) and
agile methods (Beck with Andres, 2004). In this process, we are
ensuring the incorporation/involvement of the customer or the
user through her/his physical presence and through relevant
requirements gathering techniques. As we indicated earlier, this
would help in elaborating, refining and situating/customizing
the user requirements for catalogue browsing,
In our initial prototype, the user interface that we have developed is a speech-based mobile interface to a DL. Beyond the
search activity, two additional activities have been defined. The
first activity is when users use a physical barcode reader in order to find digital information about a specific artifact. The
second activity is when users use a digital positioning system in
order to locate the artifact in the physical library. Speech input
is enabled for navigating the application, and speech output is
enabled for the positioning instructions. At the beginning of the
first release, the customer presented and prioritized some requirements. Table 1 summarizes the requirements the customer
considered to be of highest priority.
Table 1. Customer stories for CBAP prototype

2007 inThe customer further emphasized that PersDL
nowadays libraries
volve several kinds of artefacts like DVDs, audio and video
CDs, etc. This note is significant when analyzed using the library and catalogue metaphor since as perceived by the users,
the traditional setting of the library includes mainly books.
The first release of CBAP was performed by two developers
during 4 months (from the middle of May till the beginning of
September 2006) and was composed of four iterations. Customer collaboration and evaluation by users were emphasized
during the process. Measures were taken to control the progress. All this can be found in (Dubinsky et al., 2007). The
implementation of the CBAP prototype is performed using the
Opera 8.5 browser1 (W3C® compliant) that supports VoiceXML
and XHTML for Microsoft Windows XP systems. In addition, it
provides a small screen view that enables the development for
mobile applications. Figure 2 presents CBAP screenshots of the
Guided Search interface (2a), Search Result interface (2b) and
the Book Localization interface (2c).

(a)

1. Mobility
a) The application is web-based and able to run on mobile devices
2. CBAP
a) The user interface should be inspired by the typical catalog
cards box.
3. Navigating between physical and digital realms – location
and speech
a) The user should be able to search in order to find a book of
his/her interest. The information can be filtered by queries on
topics and/or authors. It should be useful to readers as much as
to librarians. [digital→digital]
b) The application has to show the path with an output speech
interface. In general, the system has to provide a speech I/O
infrastructure. Example: the librarian is walking or has a bunch
of books on his/her hands, so he/she cannot put a lot of attention to the PDA screen. Real-world example: GPS. [digital→physical]
4. Artifacts for navigating between physical and digital realms
– bar-codes
a) The application must be able to provide a bar-code reading
infrastructure. [physical→digital]

(b)

(c)
1

See http://www.opera.com/ about the Opera browser.
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Figure 2: Screenshots from the CBAP prototype

3.3 Iterative evaluation
The evaluation process of CBAP is composed of evaluation
iterations where each examines the artefacts of the previous
development iteration and results in design changes for the current or next development iteration. The 1st development iteration provides its artefacts. During the 2nd development iteration,
the 1st evaluation iteration took place to evaluate and reflect on
the artefacts produced in the 1st development iteration and further to decide upon changes that should be introduced. During
the 3rd development iteration, the 2nd evaluation iteration took
place to evaluate and reflect on the artefacts produced in the 2nd
development iteration, and so on. Each iteration was of 3-5
weeks and as aforementioned CBAP first release was composed
of 4 such iterations. The process combines the agility concepts
with on-going design evaluation performed by the team members. Following that process, we actually concur with Norman’s
recent call (Norman, 2006) for the HCI commuity to embrace
rapid and iterative methods and be part of the team for the sake
of continuous HCI design.
In the first two iterations the user groups were identified to include librarians and readers, and questionnaires and semistructured interviews were prepared in order to better understand user needs. In the third iteration a cooperative evaluation
was performed with two users in order to learn about users’
behaviour with the system and encounter major problems. After
the fourth iteration ended, meaning the first release was over,
we planned and conducted a controlled experiment for the purpose of the evaluation of the speech aspect. The main goal was
to provide guidelines for evaluation of speech-based user interfaces that ensures better design of such interfaces.
We conducted a within experiment with six participants who are
computer science students in different levels, 3 male and 3 female. The experiment task includes login to the system, search
activities and book localization activity. The task can be performed using speech (S) or without speech (non-S). Each of the
participants performed the task in both modes S and non-S,
while 3 participants follow S and then non-S and 3 follow nonS and then S. Further, before starting the experiment, each participant filled an attitude questionnaire and received ten-minute
training on how to use CBAP. After the experiment each of the
participants filled a questionnaire to reflect on his/her activities.
In what follows we present the experiment qualitative and
quantitative data. Table 2 presents the answers of the participants to some initial attitude questions with respect to speech
aspect, where SD means that the participant Strongly Disagrees
with the statement, D means disagree, A means agree, and SA
means strongly agree.
Table 2. Participants attitude to speech interfaces
SD
D
A
SA
Statement
I like interfaces with speech fea1
1
3
1
tures
I have experience with speech
1
5
interfaces
I use speech interface when I can
1
3
2
People whom I know do not like
4
1
speech interfaces
Speech interfaces are slow
1
2
1
1
I feel uncomfortable with speech
2
4

interfaces
Speech interfaces are fun
Speech interfaces are annoying
I expect to use more speech interfaces in the future
I prefer interfaces that do not include speech
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1
4

3

4
2

1

3

3

3

We note that when for a specific statement the sum of answers
is less than 6, it means that some participants did not answer on
this one. As can be observed, the attitudes with respect to
speech interfaces are mixed and do not follow a consistent approach. Though speech interfaces are fun they are also annoying, and though participants like them, they do not always prefer them. The same questionnaire had some open questions
asking the participants to provide features that they consider
important to be included in speech interfaces, advantages and
disadvantages of speech interfaces, and a personal scenario that
happened to them when using such interfaces. Following are
some of the expressions of participants answering those questions:
 “[consider important] using realistic voices”
 “…I had to provide some information to an automatic operator – it was boring waiting for its answers”
 “[disadvantage] it can take several minutes to interact with
speech interfaces”
 “[advantage] they can become friendly”
Examining the answers, two main categories are observed
which are user interaction and user friendly. One phenomenon
that was found is that participants see speech interfaces as both
friendly and not friendly, or as both fast and slow. For example
one participant answers the following in two consecutive rows,
“[advantage] faster than normal interfaces”; “[disadvantage] a
user may wait too long before achieving [his/her] purpose”.
After filling the questionnaire, the participants received onepage user’s guide and when they finished reading it, they received the task page according to their appropriate experiment
order of S and non-S. An automatic time measure, which was
developed as part of the system, provided us with the time
stamps of the login/logout and with the time stamps of each
search start/end. Table 3 presents the average time in minutes
that was spent on the two search activities by both groups.
Table 3. Averaged search time (in minutes)

Group
Non-S Æ
S
S Æ NonS

Averaged
search duration

Averaged
Non-S
search duration

Averaged S
search duration

54.66

28

81.33

26.58

14

39.16

As can be observed, the SÆNon-S group performed the entire
task almost twice faster than the Non-SÆS group. When looking into the data of speech and non-speech per each group, we
see that the participants in both groups performed the speech
task slower than the non-speech task. This implies that although
the speech task required more time from the participants, they
learned better the system when first using it with the speech
option.
After completing the CBAP task, participants were asked to fill
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a questionnaire to reflect on their own activities. Table 4 presents their level of agreement to some statements.
Table 4. Participants reflect after using CBAP
SD
D
A
SA
Statement
I like searching using speech
4
2
commands
I have experience with vocal GPS
1
2
3
I prefer to work with the silence
2
4
mode
People will feel that the speech
2
4
mode is too slow
I feel uncomfortable with the
1
1
3
1
system I use
It was fun
4
2
It was annoying
1
4
1
I expect I will see such systems in
6
the future
As can be observed, most participants find it hard to use CBAP
in its current stage, though it was fun and they expect to such
interfaces in the future.
The same questionnaire had some open questions asking the
participants to describe what they liked with CBAP, the problems they encountered, their severity ranking (1– not so important, …, 5– very important), and to recommend on how to deal
with the specific problems. Following are some of the expressions from the participants when answering those questions:
 “I expect the system to vocally recognize also the value I
want to search”
 “It was easy to use; Funny to use”
 “[rank 4] Instructions too fast”
 “It’s been a new experience to me”
 “[rank 3] too sensitive to pronunciation”
 “[rank 5] unstable”
 “[I like] the GPS system”
 “I like activating commands by voice”
 “[rank 5] sometimes it doesn’t understand what I say”
 “[rank 5] I have to repeat”
 “[recommendation] try to translate to Italian; it should be
more flexible with pronunciation”
 “[I like] moving the cursor by speaking”

4 CONCLUSIONS
From the iterative evaluations, we learned that we should focus
on some improvements that are concerned with implementing
speech for all interface features and improving the online usage
information. This is based on our observation that when users
are introduced to a speech-based interface they expect it to be
fully speech-based meaning no using of keyboard at all. Further, they expect to receive vocal online help to assist them in
the process of using the application. In this paper, we have described an effort aimed at exploiting context in digital libraries
through mobile computing. The effort is based on the nonconventional access paradigm, catalogue browsing.
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Abstract1: We address the problem of generating
entire course sequences, given a set of target skills
together with possibly prioritized preferences over
course descriptions. The objective is to support
students in defining personalized curricula.
1. Introduction
Higher education curricula are characterized nowadays by
their continuous evolution as well as by the mobility of
students across them. Consequently, students are striving
for support in choosing an appropriate course sequence
that leads to a set of desired skills. Here, by “skill” we
mean the ability (usually learned) to perform actions. In
this paper we are interested in providing a student with a
course sequence that (a) leads to the acquisition of the
desired skills and (b) respects preferences expressed by the
student as well as possible institutional restrictions (e.g.
prerequisites).
In the context of our work, a skill describes the distinct
effects of a course on the cognitive and technical level of
the student. A skill can be either atomic or compound. An
atomic skill is acquired by following a single course,
although a single course might lead to one or more atomic
skills. A compound skill is a combination of other, atomic
or compound skills. We assume that skills are organized
into a (part-of) taxonomy, the skill taxonomy, where the
leaves are atomic skills, while all others are compound.
We consider courses as individual objects and assume
that each leads to one or more atomic skills. The set of
skills to which a course leads is just one of the attributes in
a course description. Other attributes of a course are the
period of the year in which the course is offered, the set of
courses for which it is a prerequisite, and so on. The
descriptions of all courses offered by an educational
institution constitute what we call the course catalogue.
In our context, a student request for a personalized
course sequence has the form of a query over the course
catalogue and consists of two parts: (a) a filtering
condition - usually represented by the set of desired skills,
and (b) a number of binary relations, expressing student
preferences and/or curriculum restrictions. We call such
queries preference-based queries.
Motivating Example. To illustrate our general approach,
consider Zoe, a student who wishes to acquire a given set
of skills, and suppose that the desired skills require her to
follow a set of courses C ={c1,c2,c3,c4,c5,c6,c7}. This set
is actually determined through the course catalogue in a
way that we shall see later. Suppose that courses c1, c2, c3
and c4 are offered only during the spring term, whereas c5,
c6 and c7 only during the fall term. As a result, the set C is
partitioned into two blocks, the block of spring courses
BS={c1,c2,c3,c4} and the block of fall courses BF={c5,c6,
c7}. Let’s call this partition pT, so we have: pT={BS,BF}.
1
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Clearly, pT expresses the curriculum restriction over the set
C of courses that the student is required to follow.
Now, suppose that Zoe prefers to start with spring
courses. Her preference can be incorporated into pT by
ordering its blocks, that is by considering the block BS as
preceding block BF. This results to the following ordered
partition expressing both the curriculum restriction and the
student preference (the arrow à is read as “precedes”):
(1)
[pT, à] = {BSàBF}
Suppose next that for various reasons Zoe prefers to
follow certain courses before others. These reasons might
be her previous experience or background knowledge
regarding some of the courses, or simply a matter of taste.
For the sake of our example, suppose that Zoe prefers to
follow c1, c2 and c7 before c3; c4 before c1 and c2; c5
before c1 and c7, and c6 before c2 and c7. These
preferences can be conveniently described by a directed
(acyclic) graph, as shown in Fig.1a. It is not difficult to
observe that they induce a new ordered partition of the set
C of courses, this time into three blocks, the first of which
is B1={c4,c5,c6}, the second B2={c1,c2,c7}, and the third
B3={c3}. Let’s call this partition pP, so we have:
(2)
[pP, à] = [B1àB2à B3]
In each block of this partition, no course is preferred to
no other course in the block (so the courses of each block
can be taken in parallel). Moreover, for each course of the
second block there is a preferred one in the first block, and
for each course of the third block there is a preferred one
in the second block. Stated more generally, for each course
of a block (other than the first block) there is a preferred
course in the previous block.
Finally, suppose Zoe wishes to obtain a personalized
course sequence capturing both of her personal preferences
(i.e. starting in the spring term and the partial ordering of
Fig.1a). The question then is how to combine the ordered
partitions [pT,à] and [pP,à] to produce an ordered
partition [p,à], whose ordering respects the orderings of
both [pT,à] and [pP,à]. The partition [p,à] will then be
the required sequencing of C. Furthermore, a student might
wish to attach weights, or priorities to her preferences. For
example, Zoe might consider starting in the spring term as
more important to her than the ordering expressed in
Fig.1a. Clearly, different priorities over Zoe’s preferences
lead to different course sequences. For example, if she
considers starting in spring more important than the
ordering of Fig.1a, then our approach will produce the
following ordered partition p:
[p, à] = [{c4}à{c1, c2} à {c3} à {c5, c6}à{c7}]
(3)
If however Zoe considers both preferences equally
important, a different ordered partition is produced:
(4)
[p, à] = [{c4}à{c1, c2, c5, c6} à{c3, c7}]
The main contribution of our work is the introduction of
various ways of combining ordered partitions, while
respecting (a) curriculum restrictions (b) student’s
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Figure 1: (a) A partial preorder on courses generated by Zoe’s preferences, (b) An excerpt from a Skill Taxonomy in the IT Field, and (c) An
excerpt of a Course Catalogue and a Skill Taxonomy (used in our examples)

preferences and (c) student’s priorities over preferences.
Although we do not consider monitoring of students’
actual state of knowledge, or cognitive characteristics [3,
8,9,13,15,17,23,29], we are able to capture various aspects
of course descriptions under the form of taxonomies and
set-valued attributes, as well as student preferences under
the form of binary relations. We are interested in
generating entire course sequences prior to actual course
attendance. Compared to logic frameworks addressing
course sequencing as a planning problem [1,4,16,19], our
work advocates a set-theoretic framework for generating
course sequences using preference-based queries. To the
best of our knowledge this is the first work in this area to
employ such an algebraic approach. Compared to
qualitative preference approaches [5-7,10-11,18,21,22,28],
our work addresses fusion of ordered partitions of objects
which originate from preferences expressed over general
relations, rather than on functional attributes describing
database tuples or objects. We believe that the proposed
framework is expressive enough to produce course
sequences from descriptions expressed in diverse data
models (e.g., XML, RDF/S) with respect to a variety of
user preferences, also including preference priorities.
The rest of the paper is organized as follows. In Section
2 we introduce the main concepts and assumptions of our
approach. We present preference-based queries in Section
3, and we discuss how to combine preferences to produce
personalized course sequences in Section 4. We finally
conclude along with future work perspectives in Section 5.
2. Skill Taxonomies and Course Catalogues
As mentioned in the introduction, the focus of this paper is
on skills, for which we assume a taxonomy capturing
different levels of skill granularity (e.g. see Fig.1b).
Definition 1 (Skill Taxonomy): A skill taxonomy is a
reflexive, transitive binary relation over a set of skills S.
Assuming that no two names are synonyms for the same
skill, a skill taxonomy is a partial order, and the atomic
skills are its minimal elements. It is best depicted by a
Hasse diagram [14]: atomic skills are at the bottom and the
higher the level the more compound the skills.
A curriculum offered by an educational institution is
essentially a catalogue containing all courses offered along
with their descriptions. Each course is described by a set of
attributes, such as the period of the year (term) it is offered
in, the set of courses it is a prerequisite for, the set of
atomic skills it leads to, etc.
Definition 2 (Course Catalogue): A course catalogue is a
collection of course descriptions <c,d1,d2,...,dn> where c
is a unique course identifier and each di is a set of values
called the i-th description of c.
The table in Fig.1c shows a course catalogue. Each row
corresponds to the description of a single course. For

example, the third row describes course c3, which leads to
(atomic) skills d and e, is a prerequisite for c2 and c5,
belongs to the thematic area a3, and is given in spring2.
We assume that the entries of each column in the course
catalogue are sets of atomic values that we call terms. Note
that the empty set of terms {} might be used as an entry in
the course catalogue. For example, in the table of Fig.1c,
course c4 is not a prerequisite for any other course and
thus the column Prereq_of is {}.
In what follows, we assume that each column is
associated with a (predefined) set of terms from which the
entries of the column are built. For example, the terms of
column Period are fall, spring, …, the terms of column
Prereq_of are c1, c2, …, and so on. The notation i:t
denotes that t is a term of column i. So, Period:fall
means that fall is a term of column Period, whereas
Skill:g means that g is a term of column Skill, etc.
Terms can be viewed as keywords for searching the
course catalogue. As such, they form the basis for defining
a simple query language in which a query q can be a single
term or a Boolean combination of terms:
q::= i:t | q1 Ù q2 | q1 Ú q2 | q1 Ù ¬q2
(5)
The answer of a query q, denoted by ans(q) is defined as
follows: if q is a single term, say q=i:t, then its answer is
the set of those courses whose description di contains t,
i.e., ans(q)={cj: t Î cj.i}; otherwise, the answer is obtained
by replacing each term i:t appearing in q by its answer
set {cj: tÎcj.i}, and performing the set theoretic operations
corresponding to the Boolean connectives. For example, in
Fig.1c, query Period:fall will return the set of courses
{c5,c6,c7}, whereas Skill:h set {c4,c6} and query
(Period:fall)Ù(Skill:h) set {c6} (i.e., the
intersection of the previous two sets).
We assume that a course catalogue satisfies the
following natural constraints:
1. all skills appearing in the catalogue are atomic skills
(i.e. a compound skill can be acquired only by acquiring
its constituent atomic skills)
2. no course can be in the catalogue unless at least one
skill is specified as its outcome (i.e. the empty set can not
be a value for the Skills attribute)
3. no relationship exists among skills of the same course
(i.e. skills are acquired only on course completion)
Our running example comprises the course catalogue and
the skill taxonomy depicted in Fig.1c.
3. Preference-based Queries over Course Catalogues
A preference over a column C of the course catalogue is a
declaration of the form t à t′, where t and t′ are terms of C
and where the arrow means that t is preferred to t′. For
example, the declaration springàfall is a preference
2

It should be clear that the tabular representation of the course catalogue here is just
one of the possible representations which also include ODMG, XML, or RDF/S.
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over the column Period meaning that spring is preferred
to fall. The set of all preferences declared over a column
C is called a preference relation over C, and it is required
to satisfy certain conditions:
Definition 3 (Preference relation): Let C be a column of
the course catalogue. A preference relation over C is any
reflexive and transitive binary relation over the terms of C.
A preference relation expresses a student’s preferences
over the terms of some column of the course catalogue.
However, some of the columns of the course catalogue
may describe regulations or restrictions that the
educational institution imposes on the curricula and which
can not be overridden by student preferences (e.g. no
preference can be expressed over the column Prereq_of).
In other words, the student is authorized to declare
preferences over some columns only. We shall refer to
these columns as preference columns.
Let à be a preference relation over the course
catalogue. We call two terms t, t′ equivalent w.r.t. à if
both tàt′ and t′àt hold. With this definition at hand the
preference relation à becomes a partial order over
equivalence classes of terms. Hereafter, we shall talk of
terms up to equivalence.
Definition 4 (Preference query): A preference query is a
pair Q= <S, à>, where S is a set of (taxonomy) skills and
à is a preference relation over the course catalogue.
To simplify notation we shall denote a preference relation
by the column name followed by the set of preferences
over terms of that column. For example, the notation
AREA: a1àa3, a2àa3 denotes a preference relation over
AREA containing two preferences, a1àa3 and a2àa3.
In our approach, a curriculum personalization system
comprises a skill taxonomy and a course catalogue (such as
those of Fig.1c). Students interact with the system by
submitting preference queries. When a preference query
Q= <S, à> is submitted to the system, the system
evaluates the query and returns to the student a
personalized curriculum that is a set of courses partitioned
into a set of linearly ordered blocks such that:
- all courses of a block can be taken in parallel.
- each block of courses should be taken in the specified
block order;
- the block order respects all query preferences.
To define a preference query the student is presented
with two menus, the skill menu and the preference menu.
The former contains all skill names appearing in the skill
taxonomy. The student defines the set S of the query by
selecting the desired skill names from the menu. The latter
menu contains the names of all preference columns (i.e.
those columns over which preferences can be expressed).
To define a preference relation the student first selects a
column in the preference menu; after selection, a sub-menu
appears with the terms of the selected column; the student
then specifies a preference relation by giving a set of pairs
of the form (t, t′), where t, t′ are terms from the sub-menu.
When a preference query Q= <S, à> is defined and
submitted to the system its evaluation follows two steps:
1. determining the set of courses to be taken by the student
2. sequencing these courses to obtain the personalized
curriculum.
3.1 Determining the set of courses
To determine the set of courses in the answer of Q= <S,
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à>, the system performs two operations, initial course
selection and course completion.
Initial course selection
1. For each skill s in S the system determines the set of its
constituent atoms, let it be denoted atoms(s), by traversing
the skill taxonomy. Define:
(6)
atoms(S) = È{atoms(s): sÎS}
Let atoms(S)={t1, t2, …,tm}.
2. Define the following query over the course catalogue:
q = (Skill:t1)Ú(Skill:t2)Ú … Ú(Skill:tm) (7)
Let C be the set of courses returned by q.
Course completion
The set C returned by the previous step is now completed
by taking into account course prerequisites. Course
completion can be performed by a transitive closure
computation over the prerequisite relation [12].
Example: In the context of our running example, consider
the following preference query Q:
S= {f, p, n} with AREA: a1àa3, a2àa3
(8)
During initial course selection, the system first determines
the atoms of S, based on the skill taxonomy, and then
forms a query over the course catalogue by taking the
disjunction of all atoms of S:
atoms(S)= {f, g, h, j}
(9)
q = (Skill:f)Ú(Skill:g)Ú(Skill:h)Ú(Skill:j)
(10)
The evaluation of q over the course catalogue returns the
following set of courses:
C = {c2, c4, c6, c7}
(11)
During course completion, the algorithm takes C as input
and returns the following (completed) set C:
C= {c1, c2, c3, c4, c5, c6, c7}
(12)
3.2 Sequencing the set of courses
Initial course selection and course completion returns the
set of courses that should be taken by the student to
acquire the desired skills while satisfying the prerequisite
relation. However, this set of courses is unordered. The
next step in the evaluation of a preference query is to order
this set of courses based on the preference relation of the
query. This is done in three steps as follows:
1. Ordering the course descriptions: we use the preference
relation à over terms to define a preference relation
over the descriptions of the courses in C
2. Ordering the courses: we use the preference relation
over descriptions to define a partial order over the
courses in C
3. Answering the preference query: we use the partial
order over C to construct a linearly ordered partition of
C, and this partition is defined as the answer of Q
Ordering the descriptions: Based on the preference
relation à of Q we can define a preference relation over
descriptions in one of several ways (see for example [17,
26,27]). For the purposes of this paper, we define it as
stated in the following proposition.
Proposition 1 (Ordering the descriptions): Let à be a
preference relation over a column of the course catalogue.
Define the relation ® over descriptions (of that same
column) as follows:
d® d′ iff "t′Îd′ $tÎd such that tàt′, for all descriptions
d, d′ (of that column)
Then ® is a preference relation over descriptions3.
3

This is a well known powerdomain order relation, other examples of which are the
database sub-typing relation, and the Smyth powerdomain relation.
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As in the case of terms, we can define two descriptions
to be equivalent if both d®d′ and d′®d hold. With this
definition at hand the preference relation ® becomes a
partial order over equivalence classes of descriptions.
Ordering the courses: Based on ® we now define a partial
order over courses as stated below:
Proposition 2 (Ordering the courses): Let ® be a partial
order over the descriptions in a column of the course
catalogue. Define the relation ↣ over courses as follows:
c ↣ c′ iff c.d ® c′.d′, for all courses c, c′
Then ↣ is a partial order over courses (up to equivalence
of descriptions).
Answering the preference query: We now use the partial
order ↣ over C (as defined in Prop. 2) to define a linearly
ordered partition of C; the latter will be the answer to Q.
(C, ↣) is mapped to a graph G, whose nodes are the
courses in C, and its arrows represent the ↣ relation. As ↣
is a partial order (up to equivalence), graph G is acyclic,
therefore it has one or more roots (minimal elements). For
any non-root node c of G, we define the length of the
longest path from any root to c as the distance of c (and we
set 0 as the roots’ distance). Let m be the longest such
distance. We have an algorithm called ORDPART (a
straight-forward variant of topological sorting) to define a
linearly ordered partition [p,è]= [B0èB1è…èBm] of
G’s nodes; ORDPART simply iterates m+1 times on G; in
each iteration i it extracts G’s current roots into a set of
nodes (block) Bi. It is not difficult to see that [p,è] is
indeed a linear order (i.e. block Bi precedes Bi+1), and
that the following facts hold:
- every course (node) of G is in one and only one block;
- in each block Bi, other than B0, each course has at least
one, more preferred course in the block Bi-1, i=1,…, m;
- in each block, no course is preferred to any other in the
same block.
The first point above implies that the collection {B0,
B1,…, Bm} is indeed a partition of C; the second implies
that this partition respects the preference relation à of the
query Q (assuming of course that the courses of each block
are taken in the order of the blocks); and the third implies
that all courses of a block can be taken in parallel. We
recall that these properties are precisely those that we had
required earlier on from a partition of C in order to be the
answer of the preference query. More formally:
Definition 5 (Answer to a preference query): Let Q= <S,
à> be a preference query, let C be the course selection
based on S (i.e., the result of the initial course selection
followed by completion). The answer to Q is defined to be
the output of algorithm ORDPART on input C.
Example (continued): our preference query will be
evaluated as follows:
- first we apply prop.1 to the area descriptions to obtain:
{a1}®{a3}, {a2}®{a3}, {a1,a2}®{a1},
{a1,a2}®{a2}, {a1,a2}®{a3}, {a1,a4}®{a1},
{a1,a4}®{a3}, {a1,a4}®{a3,a4}, {a2,a4}®{a2},
{a2,a4}®{a3}, {a2,a4}®{a3,a4}, {a3,a4}®{a3};
- then we apply prop.2 on the set C of courses derived
earlier, to arrive at the partial order of Fig.1a.
- and finally we use algorithm ORDPART to produce the
ordered partition pA which is the answer of the student’s
preference query:
(13)
[pA, è] = [{c4, c5, c6}è{c1, c2, c7} è {c3}]
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4. Combining Preferences
We now discuss the processing of queries with multiple
preferences, that is queries of the form Q= <S, à1, …,
àk>, where à1, …, àk are k preference relations, one
over each of k preference columns of the course catalogue.
The evaluation of such queries proceeds in three steps:
1. determine the set C of courses to be taken by the student
(this is done, based on the skill taxonomy and the course
catalogue – see previous section);
2. process each of the following k queries Q1= <S, à1>,
…, Qk= <S, àk> to obtain k ordered partitions p1,…,
pk of the set C (this is done by applying k times the
ORDPART algorithm – see previous section);
3. combine the k ordered partitions p1,…, pk of the set C to
define the answer to Q (i.e., an ordered partition
p respecting all preference relations à1, …, àk of Q).
The first two steps are performed as explained in the
previous section; therefore there is nothing new to say
here. To process the third step we proceed as follows:
- define an ordering à over the set C by combining the
orders of p1,…, pk;
- define the ordered partition p that answers Q by applying
the algorithm ORDPART with input [C, à].
4.1 Defining an ordering over C
Let us first consider the set C and a single partition pi. We
have seen that the blocks of pi are linearly ordered with
respect to their distance (see algorithm ORDPART). For
each course c in C, let oi(c) be the distance of the block of
pi to which c belongs. In this way, each course c in C is
associated to an integer oi(c) that we shall call the i-th
coordinate of c. As a result, each course c in C is
associated to a k-tuple <o1(c), …, ok(c)>, denoted by
orders(c). We shall also use the following notation:
orders(C)={orders(c): cÎC}
Now, assuming that we have a partial ordering ⇨ over
orders(C), we define a partial order à over C as follows:
c à c′ iff orders(c) ⇨ orders(c′), for all c, c′ in C
Therefore the problem of defining a partial order over C
boils down to a well known problem of order theory: given
k partially ordered sets O1,…,Ok define a partial order
over their Cartesian product O1´…´Ok [14]. In fact, there
are several solutions to this problem, that is several partial
orders that one can define over the Cartesian product. For
the purposes of this paper we shall consider two such
orders4, whose definitions we recall below:
- Lexicographic ordering: <x1,…, xk>⇨<y1,…, yk> iff
either x1à1 y1 or x1≡y1 and <x2,…, xk>⇨<y2,…, yk>
- Pareto ordering: <x1,…,xk>⇨<y1,…,yk> iff xi ài yi,
and not yj àj xj, for some i in {1,…, k} and all j≠i.
As we can see from these two different definitions of the
ordering ⇨ over the Cartesian product, the order in which
the coordinates of the two tuples, <x1,…, xk> and <y1,…,
yk>, are compared plays a central role in the nature of the
defined ordering. In the case of lexicographic ordering, the
coordinates are compared in the order in which they appear
in the tuple (which is a linear order), whereas in the case of
Pareto ordering, the coordinates are compared in any
order. Let us see an example of ordering the Cartesian
product O1´…´Ok in our setting.
4

Transitivity is preserved across these orders, as the partial preorder framework we
employ allows us to distinguish the case of actual incomparability from the one of
equally ordered items.

41

(1)
Course
c1
c2
c3
c4
c5
c6
c7

(2) (3) Distance in p
Distance in p
Distance in p
pT pA Lex pT before pA Lex pA before pT Pareto over pA, pT
0
1
1
2
1
0
1
1
2
1
0
2
2
4
2
0
0
0
0
0
1
2
3
1
1
1
0
3
1
1
1
1
4
3
2
Table 1. Combining preferences

Example (continued): In Table 1, the first column shows
the set C of courses computed earlier. The second column
shows the order of each course c in the ordered partition
pT, generated by the preference relation over period (see
(1)), and the third column shows the order of c in the
ordered partitions pA, generated by the preference relation
over area (see (13)). We recall that the order of c is simply
the distance of the block to which c belongs. For example,
c4 belongs to the first block of both pT and pA; c2 belongs
to the first block of pT and the second one of pA; and so on.
Here are now some examples of ordering the courses
using the ordering of tuples over pT and pA: if we follow
lexicographic ordering with pT before pA then <0,2>⇨
<1,1>, therefore c3àc7; following lexicographic ordering
with pA before pT then <1,1>⇨<0,2>, therefore c7àc3; if
we follow Pareto ordering then <1,1> and <0,2> are
incomparable, thus c3 and c7 are incomparable too.
4.2 Defining the ordered partition p that answers Q
Given a partial order à over the set of courses C, we can
produce a linearly ordered partition p by applying the
algorithm ORDPART with input [C, à].
Example (continued) Referring to Table 1, columns 4-6
summarize the results of running the algorithm ORDPART
for three different priorities over the partitions pT and pA.
Column 4 shows the distance of each course c in p under a
lexicographic ordering where pT precedes pA; column 5
shows the distance under a lexicographic ordering where
pA precedes pT; and column 6 shows the distance under the
Pareto ordering. Based on these distances, we compute the
partition under each of these three cases. We get:
lexicographic with pT before pA:
[pA · pT, à] = [{c4}à{c1, c2} à {c3} à {c5, c6}à{c7}]
(14)
lexicographic with pA before pT:
[pA · pT, à] = [{c4}à{c5, c6} à {c1, c2} à {c7}à{c3}]
(15)
pareto over pA, pT:
[pA · pT, à] = [{c4}à{c1, c2, c5, c6} à { c3, c7}]
(16)
The following proposition states the properties of the
partition p produced by the algorithm ORDPART.
Proposition 3 Let p be the answer to the query Q= <S,
à1, …, àk>. Then the following hold:
1. in each block of p, other than the first block, for each
course c, and for each preference relation ài there is a
course ci′ in the previous block such that c ài ci′.
2. in each block, no course is preferred to any other
course in the block under any of the preference relations
à1, …, àk
3. p= p1·…· pk (i.e., p is the product of p1,…, pk)5
The proof of this proposition follows easily from the fact
that two courses c and c′ are in the same block of p iff
5

We recall that the product of two partitions p and p′ is defined as p • p′ = {ΒÇΒ′ |
ΒÎp, Β′Îp′, ΒÇΒ′≠ Æ}, and that it is commutative and associative.
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orders(c)=orders(c′), that is iff c and c′ have the same
distance in each of the partitions p1,…, pk.
We end this section by a remark concerning
prerequisites. As the set of prerequisites satisfies
reflexivity and transitivity it induces a partition of the set C
of courses, in much the same way as preferences do (this
partition can be computed using the algorithm ORDPART).
However, the set of prerequisites is not a preference
relation but rather a constraint imposed on curricula by the
hosting institution. As a result, the partition of C induced
by the prerequisites has priority over any preference
relation, and as such it might cause “conflicts” with
preference relations. However, such “conflicts” can be
easily resolved by giving priority to the prerequisites
partition using lexicographic prioritization. For example,
we can combine the partition pP of the prerequisite relation
(17), with the partition in (14) to produce a final course
sequencing p (18) in which the preference relation over
period takes priority over the area one, while the
prerequisite has top priority over the previous two:
(17)
[pP, à] = [{c1, c3}à{c2, c5}à{c4, c6, c7}]
[p, à] = [{c1}à{c3}à{c2}à{c5}à{c4}à{c6}à{c7}]
(18)
5. Summary
We rely on a qualitative preference framework [10,11,21,
22] where query results are ordered using so-called
preference relations (i.e. binary relations satisfying certain
natural conditions, see [2] for a fundamental study). The
main contribution of our work with respect to other
qualitative frameworks lies on the use of ordered partitions
of objects, generated from preference relations. Compared
to [10,11] which model preferences as relations with no
specific properties and to [21,22] which model preferences
as strict partial orders, our approach lies somewhere in
between since it treats preferences as partial preorders. It is
worth finally noticing that more than one course sequence
may be produced as the final outcome. For instance, one
can acquire an atomic or a composite skill in different
ways (e.g. the skill “Object Oriented Programming” could
be acquired either by a C++ or Java course). Conceptually,
we can handle such cases by considering as many different
skill taxonomies as there are alternatives. However, further
research is needed to make this idea concrete.
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Abstract—The services available in current state-of-the-art
digital library systems may profit from new technologies capable
of increasing the level of personalization and the accuracy in
the retrieval. In a longer perspective towards the future, it is
foreseeable that new services will be added to digital libraries,
going beyond simple searching and retrieval, adding new levels of
processing aimed at automatic information extraction, analysis,
and organization. Going even further, the digital library can be
seen as a part of a knowledge-based community, and this may
call for new even more sophisticated tools. We present here the
ongoing BiblioMed project which proposes a new open model for
the organization of services offered by a digital library, aimed at
providing more effective information access, in terms of accuracy,
personalization level, timeliness, integration, completeness, manageability, and cognitive affordability, overcoming in such a way
some of the current limitations. BiblioMed has been developed
within the Medical Library of the University of Udine.

I. I NTRODUCTION
Common state-of-the-art tools for accessing information
in a digital library within a medical research and healthcare
center include standard retrieval systems such as online
catalogues and specialized search engines provided by several
commercial service aggregators (Blackwell Publishing,
Elsevier, Kluwer, CILEA, etc.): doctors, scientists, and other
health professionals use these tools for accessing scientific
and technical papers published in subscription-based online
journals. Another common approach is the exploitation of
public online services like PubMed or other medical (vertical)
portals available on the Web. Most of such tools feature a
key word based approach for searching (notoriously known
as a very low precision mechanism) and a very low level of
adaptive personalization (known as a key factor for improving
quality of service) [Brusilowski & Tasso, 2004], [Tasso &
Omero, 2002] . From a more general point of view, the major
limitations which characterize nowadays services provided
in a digital online library fall into two perspectives: user
perspective and library manager perspective. Let us consider
the first ones:

L.1. Lack of personalization in accessing the information
[Renda, Straccia, 2005], [Brusilovsky & al., 2005]: users are
commonly treated all in the same way, even though they
are characterized by very different information needs and
short/long term interests [Mizzaro & Tasso, 2002]. A personal
profile could help in filtering out information, overcoming in
such a way the severe problem of information overload, whose
effects are particularly evident in the medical field.
L.2. Lack of a proactive autonomous information service
capable of detecting among the huge amount of (new) available information only the information relevant for the single
specific user, without the need of explicitly requesting for it
or formulating precise search queries.
L.3. Lack of timeliness in being informed about new available information, unless the user has the time to undergo a
time-consuming and cognitively-demanding process of manual
(periodic) search.
L.4 Low coverage, with respect to the very many sources
available in the medical field: hundreds of online sources
are available on the Web, including directories, blogs and
forums, devoted to different kinds of users, ranging from
scientists, to practitioners, to patients. Even though these
resources increase the information overload situation, more
and more they are recognized as very important references, to
be exploited together with more traditional ones.
L.5. Very low (if none) integration level among the available resources, which obliges the user to utilize very many
different systems, often repeating the same search (with the
same queries) in different online systems (with different user
interfaces) [Rao & al., 1995].
L.6. Waste of information and no empowerment of the
available resources, caused by all the points above: the user
does not know about a useful paper or a useful information
source or does not have the time nor the cognitive energy for
carrying on manually all the needed activities. A typical effect
is that some subscriptions to online journals are not sufficiently
exploited.
The library manager perspective is crucial as-well, especially for an optimized use of financial resources and for
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providing the conditions for high quality services. We can
mention:
L.7. Lack of control over the use of subscription-based
online journals. Library managers are often unable to have
a clear vision (over time) of the journals that are actually
accessed, of how much they are accessed, etc.
L.8. Lack of information about the real interest of the users
for online (subscription-based) resources not yet available in
the library, and whose subscription can not therefore be easily
recognized and evaluated.
L.9. No integration between search services and typical
interlibrary services (such as interlibrary loans or interlibrary
document delivery), which usually requires manual intervention of the library personnel.
The limitations described above are the result of an
informal analysis carried out at the University of Udine and
may be easily generalized outside the medical environment,
to digital libraries in other disciplines.
In this paper we propose an innovative integrated model
of library services, called BiblioMed, aimed at overcoming
the above limitations, providing in such a way more effective
information access, in terms of accuracy, personalization
level, timeliness, integration, completeness, manageability,
and cognitive affordability. Our proposal stems from the
innovative tools and technologies developed over the years
in the Artificial Intelligence Laboratory of the University
of Udine for the semantic analysis and the personalized
selection of (textual) contents. The BiblioMed model has
been developed within an ongoing project carried out by the
Faculty of Medicine of the University of Udine and the Udine
Hospital.

1997] featuring intelligent retrieval and filtering techniques.
ifMONITOR feature various (adaptive and adaptable)
personalization techniques, exploiting semantic networks
and shallow (lexical-level) natural language processing for
analyzing and representing the meaning of textual content and
the user’s information needs (semantic profiles). A specific
module is devoted to link resolving, exploited in order to
verify whether a document (a paper) found by the system
or by the user through a search service is accessible in the
full text version, and in such a case, to provide a transparent
access. If the full version is not available, services like
interlibrary document delivery are possibly activated. All
the different sources are integrated, and access is uniformly
provided. The users can use a Journal Search Engine to find
a specific subscribed journal providing the title, MeSH1 terms
or the editor’s name. A Meta Search Engine allows users to
make a query to all the selected online resources. Specific
services are devoted to library managers and operators, which
can monitor the usage of the available online resources,
analyze the requests for service submitted by the users, and
manage the interlibrary services. Fig. 1 shows the overall
architecture of BiblioMed.

II. OVERALL ORGANIZATION OF THE B IBLIO M ED M ODEL
The resources and systems connected to BiblioMed as basic
information providers are:
• medical data banks, such as PubMed for accessing Medline;
• online medical journals, which may or may not require
subscription;
• service aggregators, providing access to specific sets of
resources, such as online journals and data banks;
• online bookstores available on the Web (such as Amazon,
B&N, etc.);
• library catalogues (both internal and external to the
university, located in other libraries);
• vertical Web portals, specialized in medical topics;
• medical online forums, blogs, and directories.
BiblioMed allows the continuous monitoring of all the
available resources and the discovery (and integration) of
new medical resources, taking into account personal needs
and interests of single individual users. These capabilities
are obtained by means of a Web content-based monitoring
and filtering module called ifMONITOR (information filtering
Web Monitor), based on the ifT system [Asnicar et al.,

Fig. 1.

Architecture of Bibliomed.

III. B IBLIOMED S ERVICES
Beside the availability of basic library services (access to
the catalogues, direct access to the subscribed journal/data
banks/etc., and consultation), the major and more innovative
services available in BiblioMed are the following:
1 Medical

Subject Headings
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1) Adaptive personalized service for monitoring and filtering any of the available resources, on the basis of a personal interest profile. The profile, represented through
a semantic (co-occurrence) network, is automatically
built through sample fragments of texts, describing the
topic of interest. Processing of the documents includes a
lexical analysis constituted by (i) stop word elimination
and (ii) lexical stemming. Documents representations are
then matched against the user interest profile and the
documents reaching a matching score below a given
threshold are filtered out, the other documents being
collected in a specific searchable archive. Thank to the
amount of information used to represent the user need
which is much higher than the amount usually present
in a single key-word based query and, moreover, thank
to the contextual (co-occurrence) information contained
in the semantic network allowing to disambiguate the
word senses, the negative effects of polysemic terms are
highly decreased and the resulting precision is very high.
Fig.2 shows a profile about ”cataract multifocal intraocular Lens (IOLs)”. The representation of the semantic
network is a list of most relevant terms of the specific
topic of interest and the most important relations of
co-occurrence among terms. Fig. 3 shows the semantic
network presented as a triangular matrix. Darker colors
represent the strongest co-occurrence relations among
terms.

Fig. 2. Representation of the semantic network as list of best terms and
co-occurrence relations.

2) Adaptable (customizable) SDI (Selective Dissemination
of Information) service by means of a meta-search

Fig. 3.

Representation of the semantic network as a triangular matrix.

engine, connected to several online resources, such as
medical data banks (like PubMed), vertical portals,
specialized search engines, etc. Each different user can
select the resources to be searched and can provide the
query to search; the meta-engine submits users requests
to the selected sources, either once, or repeatedly (for
example every day, or every week), according to the
configuration proposed by the single user. The collected
results are assembled and duplicates are removed. Since
the meta-engine is based on key-word based queries
(with possible low precision caused by polysemic query
terms), the user is given the possibility to request the
ranking of the retrieved documents by means of one of
his personal (semantic-network based) interest profiles.
Fig. 4 shows the meta-search engine and a list of results.
Fig. 5 shows two results of the search. For each result
the system shows the link to full text version (built by
the Link resolver module) or the link to the Document
Delivery service if the full text is not available.
3) Selective alerting [Buchanan, Hinze, 2005]. The user can
request to be alerted (via e-mail or pop-ups) of any new
document which is retrieved in one of the two services
illustrated above.
4) Journal search engine. Given the huge number of online
journals, a specific search engine is provided, which
is able to work on the journal titles, MeSH terms and
possibly on an extended description of their content. In
this way the user can find out specific journals which he
did not know (or remember) and which he may consider
worthwhile to access.
5) Personalized (user-customizable) utilities, such as personal folders, links, local searching (on personal
archives, i.e. those archives produced by the service
mentioned in pt. 1. above), import/export functions, pdf
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Fig. 4.

The user interface of the Meta-Search Engine.

Fig. 6.

Fig. 5.

Integration with the Document Delivery Service.

Results from the Meta-Search Engine.

conversion, personal annotation and evaluation, etc.
6) Integrated interlibrary document delivery and interlibrary loan services, which can automatically be activated whenever a specific paper is not available (in
full version) in the local library: in this case it can be
requested to another library. Fig. 6 shows (1) the link
between a result not available in the local library and
(2) the form to request the paper by Document Delivery
Service. The form of DD service is filled automatically
by the system and connected to (3) the interface used
by the librarian.
7) Monitoring of accesses to the online journals, allowing
the library managers to get a measurement (and its
evolution over time) of the usage by the users of the
different journals, providing useful information for
strategic management and planning.Fig. 7 shows a
statistical representation of journal accesses. We can
see that 1024 journals (that is 54% of the total) are
used less than 5 times in the last six month.

Fig. 7.

Number of journal accesses in the last six months.

IV. P ROJECT S TATUS
The first version of the BiblioMed System has been
released in June 2006 and is currently used by over 1250
registered users at the University of Udine and at the Udine
Hospital with an average of over 70 unique users per day
(Fig.8). The analysis of the actual usage of the system is
ongoing and it exploits a set of indicators which include: the
number of personalized search profiles created by each users;
the number of retrieved papers; the precision of the filtering
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Fig. 8.

Number of users using the system every day.

system; the type and number of the accessed resources and
services (including most accessed ones and seldom accessed
ones), the total (estimated) cost of the less (or never) accessed
subscribed online journals, etc. We are also identifying the
most active users of the system with the aim of carrying out a
series of interviews for a joint assessment of the effectiveness
of the system, its usability and for obtaining a continous
feedback on the needed improvements and requirements. The
first version of BiblioMed features the basic services, whereas
the completion is planned for the next spring. At that time a
full evaluation will be carried out.
V. E XPECTED R ESULTS
Among the main expected benefits deriving from the use of
the BiblioMed system, we highlight the following:
1) Better exploitation of available information resources,
time saving and higher productivity. The ifMONITOR
module in the BiblioMed system, frees the users from a
heavy activity of manual search of information and provides new and only relevant papers timeliness. Without
this kind of automation the user could give up accessing
the available resources for lack of time.
2) Higher flexibility in accessing various online information resources in an integrated and uniform manner.
BiblioMed is not bound to a specific set of information
resources and can be easily extended with new ones.
3) Easier use of traditional services. The high level of integration among various resources and the link resolver
module allow the users to avoid the traditional manual
search process, the verification of the availability of the
full text version of the paper and the operational effort
required to use the Inter Library Loan service. Moreover,
uniform homogeneous access frees the user from the
need of frequently learn new procedures for operation.
4) More rational management of subscriptions. The
librarians can more easily retrieve a list of the least
used journals and assess the opportunity to substitute
them with other resources.

VI. F UTURE W ORKS AND C ONCLUSIONS
With BiblioMed we claim to have partially overcome the
traditional limitations of accessing information in digital libraries. The project is ongoing, and a systematic evaluation
of its impact is planned and it will be reported later on. In
terms of future developments, we are currently focusing on
the extension of the BiblioMed model to other disciplines
(outside medicine) where a centralized system like Medline is
not available. In this case it is often necessary to access various
heterogeneous data banks and an integrated access (as the one
provided by BiblioMed) could be even more appreciated. We
plan to extend the BiblioMed model with two types of services
beyond retrieval:
1) extending the variety of automated tasks by processing
the retrieved information in order to perform information
extraction tasks (e.g. automatic identification of the
relevant authors in a specific research area [Tasso et al.,
2005];
2) moving towards knowledge management activities by
adding advanced cooperative work and community tools
(e.g. a system that allows users to tag and comment
every paper and to share comments and annotations
with others) in order to exploit, sharing and distribute
knowledge and to promote and consolidate (possibly
interdisciplinary) communities of practice [Tasso et al.,
2004] .
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Abstract

Mobility is, at the same time, becoming crucial for people, emphasizing old challenges while bringing to the surIndependent, heterogeneous, distributed, sometimes tran- face new ones.
sient and mobile data sources produce an enormous
The Context-ADDICT research addresses the above
amount of information that should be semantically inte- mentioned challenges, with particular emphasis on the nograted and filtered, or, as we say, tailored, based on the tion of context: indeed, database design, especially for
users’ interests and context. We propose to exploit knowl- mobile applications, must model two different realms: the
edge about the user, the adopted device, and the environ- reality of interest, which is captured by the information
ment - altogether called context - to the end of informa- domain model, and the user/device context. Classical data
tion tailoring. This paper presents the Context Dimension models, at a conceptual or at a logical level, are perfectly
Tree, a context model which is the basis for solving the suited to represent the former, while context modeling has
information tailoring problem, along with its role in the different demands and needs appropriate consideration.
framework of the Context-ADDICT architecture.
“Context” is a rather general concept and, although
commonly accepted and seemingly clear, has been interpreted in many different ways in various fields of research
1 Introduction
such as psychology, philosophy and computer science.
Many proposals have been presented in these last years
Today we are living an epochal change, whereby the [1, 2, 7, 16, 21], and can be grouped in different families
advent of the internet and the development of the commu- (some of them belonging to more than one family), based
nication technologies have completely modified the focus on their main focus: (i) Content presentation adaptation
of information retrieval, from the struggle for finding (focus on presentation and channel) [7, 10, 13, 15, 18] (ii)
information and organizing it to that of appropriately Location and environment (focus on space and situation)
reducing the enormous stream of available data. While [10, 12, 13, 17, 18, 20] (iii) User Activity modeling (focus
the traditional problems typical of the data integration on what the user is doing) [14, 17, 19, 20], (iv) Context
field are far from being solved, new challenges have also Agreement and Sharing (focus on a collectively built conto be faced: integration of data sources which are not text) [9, 16] (v) Tailoring problem (focus on filtering data,
known in advance, automatic semantic extraction, data services or application functionalities) [4, 22]. Although
filtering.
a lot of work has been done, the representation and management of the context can hardly be considered to be an
assessed issue.
∗ This research is partially supported by the Italian MIUR projects:
Our context model, called Context Dimension Tree,
ARTDECO (FIRB), and ESTEEM (PRIN).
1
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establish, following the methodology, which dimensions
are appropriate for the application s/he is designing.
Let us refer, for the moment, only to the topmost part of
the tree of Figure 1, which contains the dimensions listed
above. For each dimension, the designer defines a set of
admissible values; a dimension value is an instantiation
of the concept represented by that dimension; by means
of dimensions and dimension values, the context designer
describes all the possible user roles (holders) and contexts, i.e., the dimensions define a multidimensional space
where each point represents a potential user and context.
In general, a specification through a hierarchy of values (such as the case of the interest topic) may be
needed to represent with different levels of granularity
the perspectives used to tailor data. Let us consider, in
the archaeological information domain, the concept of
art piece. Here the user might be interested in different categories of data (e.g., historical foundations rather
than inscriptions), or different levels of detail in the information (e.g., specialized vs. non-expert).
Values coming from each dimension (possibly at different levels of depth) are automatically combined to generate all the points in the multidimensional context space. A
set of constraints can be used to discard useless subspaces,
corresponding to non-compatible dimension values, e.g.,
the interest topic employees (meaning the administrative
data about employees) is significant when the holder is the
supervisor, but not when s/he is a visitor.
Once the tree has been defined, the list of contexts
is derived; a context on the Context Dimension Tree
is expressed in terms of a set of values, one for each
(sub)dimension: when the tree has more than two levels,
the values may be at any level in the tree. Equation 1
shows the context for tailoring data for a visitor during a site visit. The data must be human readable and
are related only to the site the visitor is currently seeing. Moreover, the considered situation is a routine
one. In this example, the interest topic dimension has
been instantiated to two white nodes, non-expert and
inscription (values for detail-level and typology, resp.),
that refine the art-pieces concept.

plays a fundamental role in tailoring the target application
data according to the user information needs.
The paper is organized as follows: Section 2 presents
the Context Dimension Tree [5], along with some considerations on its use. A brief introduction to the ContextADDICT project and system architecture is presented in
Section 3, followed by some conclusions.

2

The Context Dimension Tree

The Context Dimension Tree is an advanced context descriptor based on the concept of dimension, an extension
of the flat model presented in [6]. It is used to describe
systematically the user needs, and to capture the context
the user is acting in. Figure 1 shows an example of Context Dimension Tree, modeling the possible contexts of an
archaeological site management and visit application.
A dimension captures an aspect of a context or of a
user profile. Here we list some dimensions which are
very common in most applications:
Holder: the various user categories involved; it might be
further detailed to describe sophisticated user profiles.
In the example of Figure 1 the device holders may be
supervisors, operators and visitors.
Interest Topic: the different areas of interest for the
application users, e.g., in the archaeological example we
consider “art pieces”’ and “employees”.
Situation: different phases of the application life; for
example, in the archaeological case we have considered
a routine situation as opposed to a recovery phase, which
becomes current in case of emergency.
Space: it might be both relative to the current user
position (granularity such as “zone”, “city”, “region”) or
absolute (“Colosseum”, “Milan”).
Time: a temporal indication based on the current time.
Like in the case of the space, the time dimension can be
taken as relative or absolute.
Interface: this dimension captures both channel and
presentation issues, e.g., a portable computer or a smart
phone. As for the other dimensions, it might be very
detailed or shallow, depending on the relevance of the
channel dimension for the application.

hhholder : visitori, hdetail-level : non-expert,
typology : inscriptioni, hsituation : routinei, (1)

Not all the listed dimensions are always necessary, and
more might be required. It will be the designer’s task to

hinterface : humani, hspace : this-site($var)ii

2
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Figure 1: The Context Dimension Tree for the running example on archaeological sites.

an ontology or, alternatively, by any data model: if
the data model is not an ontology, a domain ontology may still be needed to support dynamic semiautomatic integration.

Each individual context is associated by the designer
with the relevant data portion; this process is graphically
supported by the CADD Tool [3], which generates the
corresponding queries for the final data tailoring.
However, as it can be expected, even after excluding the meaningless contexts, a medium Context Dimension Tree originates a huge number of contexts, thus the
task of associating relevant chunks with each of them
is unpractical. To overcome this problem we have defined a set of policies allowing the designer to operate
in a dimension-wise manner, letting the system combine
dimension-based views to generate the individual-context
views. The possible policies involve the use of different
operators, such as intersection, join or semijoin [5].

• The Run-Time Schema Level subsystem, composed
of several modules, performs data source discovery
and wrapping, schemata integration and tailoring.
• The Run-Time Data Level subsystem, once the
schemata have been integrated and tailored, is devoted to the actual data movement, to synchronizing
and integrating the data instances only for the portions of information considered relevant, and to support query processing.

The Design-Time subsystem must, first of all, support the designer in modeling the domain, for example
3 Context-ADDICT
by means of a Domain Ontology (built from scratch or
adapted), which will provide a shared and high-level repThe goal of the Context-ADDICT system is to discover resentation of the domain.
and wrap data sources whose contents are accessible and
Following the methodology presented in [5], the
relevant w.r.t. the application, and make their data – ap- Design-Time subsystem guides the designer in the conpropriately tailored according to the user’s current context text design activity by means of the Context-ADDICT
– available on the users’ mobile devices. In this section Designer tool (CADD Tool) [3].
we briefly describe the Context-ADDICT architecture [4].
Once the context has been modeled by means of the
The overall system is composed by three main subsys- Context Dimension Tree, the designer has to associate
tems, each one devoted to a specific task:
each context with the schema portion representing the
• The Design-Time subsystem supports the designer in data relevant w.r.t. that context, thus knowledge about
the context-modeling activity and in modeling the in- “the part of the domain relevant for a given user in this
formation domain. The latter can be represented as specific context”. This process is graphically supported
3
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At the end of the integration, all the datasources’ information is coherently integrated with the global schema.
Now, the context-aware views expressed by the designer
on the global schema can be automatically translated to
the data sources.
During the described process, several metadata have
been recorded, together with the data schema, in order
to enable query processing and synchronization, which is
a task of the Data Level subsystem.
The Run-Time Data Level subsystem deals with the actual data transfer, thus, together with on-line query processing, it is responsible for data synchronization and local data management.
At run-time, once the current user context is instantiated, the user device will access the context-data Dictionary, retrieve the definition of the related views over the
global schema, rewrite them in terms of (queries over) the
data sources, and, by issuing them, retrieve the portion
of data relevant in the current context. Depending on the
deployment policy the Run-Time Data Level Subsystem
will materialize such views on the user device or maintain
them virtual and make them accessible on-line.
Because of the tailoring phase, data synchronization
and local data management are performed on a selected
manageable amount of data, actually relevant to the user.

by the CADD Tool, which generates the corresponding
queries (XQuery, SQL or SPARQL, depending on the
global schema format). These, appropriately transformed
according to the integration mappings, will finally tailor
the corresponding data from the actual datasets.
This process of context-to-data-association is heavily
application dependent and cannot be performed automatically in any way, thus in a newer version of the methodology the association is done in a semi-automatic way: the
designer specifies the schema portions declared relevant
to each white node in the tree – e.g., in the archaeological
example, a supervisor will be assigned a portion of data,
different (at least partially) from the data related to the
visitor’s role. The system completes the specification by
appropriately combining, for each context, the data relevant to its component values. The result is the definition,
for each possible context, of a view over the domain information schema.
Run-Time Schema Level subsystem: Context-ADDICT
aims at being able to capture datasources which might
be fully heterogeneous in terms of schemata, data format and access interfaces. At run time, a Data Source
Discovery Service will be in charge of actually discovering datasources and making them reachable. This module may heavily vary depending on the specific scenario
we are considering, from a centralized server to a set of
fully distributed discovery procedures, from a mere syntactic matcher to a semantical filter. The data sources may
range from Relational Databases to XML documents, to
Web Services, to sensor networks; the key point is that
their schemata will be transformed into a common format
and then operated upon in a uniform global representation, as shown in [8].
Some of these datasources may be cooperative, i.e.,
they will be aware of their participation to ContextADDICT; in this case they will provide a description of
the available data in the common format. A set of wrapper generators, which may exploit the Domain Ontology,
are used to extract a representation in the common format
for the non-cooperative data sources.
The integration operation is a rather general and well
known problem, though far from having been solved. A
lot of research effort has been devoted to make this process as automatic and precise as possible. In ContextADDICT, the Integration Module makes intensive use of
an ontology mapper we have developed: X-SOM [11]

4

Conclusions

The research on Context-ADDICT faces a very challenging scenario where distributed, heterogeneous, independent, maybe mobile and transient data sources come into
play. The ultimate goal is to automatically integrate and
tailor the available data, to be delivered to a (mobile) user
device.
During the work on Context-ADDICT, we have seen
that different context subproblems and applications have
markedly disparate requirements, and common solutions
are still not available, and possibly not useful. As a consequence, the context model should be chosen according
to the target application, or possibly defined from scratch,
based on the specific requirements. For this reason, after an accurate review of the existing models, we have
decided to design our context model, called Context Dimension Tree, which plays a fundamental role in tailoring
the target application data according to the current user
4
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information needs. A design methodology guides the application designer in the task of modeling the information
domain and the possible application contexts, as well as
their association with the related data portions. To this day
our experience has proven the Context Dimension Tree to
be well suited for the data tailoring task; however, we plan
to test it on larger, industrial applications, and also to apply it to context-aware service configuration.

[11] C. Curino, G. Orsi, and L. Tanca. X-som: A flexible ontology mapper. In Proc. Semantic Web Architectures for
Enterprises Workshop at DEXA 2007, Sept. 2007.
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1. INTRODUCTION
The director of personalization of one of the major
on-line retailing companies once received a nasty email
from the CEO telling him that he should either fix his
personalization system or lose his job. The CEO’s
email was prompted by a customer’s complaint that the
company’s personalization system was making
offensive assumptions about the lifestyle of this
customer and was recommending inappropriate
products to that person. Upon a closer examination, it
was discovered that the customer once bought an item
as a gift for his friend, and the personalization system
started recommending related products to that customer
making implicit assumptions about his lifestyle, which
infuriated that customer. This true story is very
symptomatic of problems pertaining to many
personalization systems that often infer user behavior
without studying the contexts in which corresponding
actions are made. In the previous example, if the
system knew that the purchase was made in the context
of a gift, this transaction should have been discarded
from inferring that customer’s behavior, and the whole
problem would have been avoided. Getting such
contextual data characterizing the circumstances in
which purchasing or other on line transactions took
place is not easy in many applications. Therefore,
before insisting on requesting such contextual
information, it is necessary to provide hard scientific
evidence that this contextual information indeed makes
a significant difference in building better customer
models in marketing and e-commerce applications.

2. RESEARCH BACKGROUND
In much research the concepts of personalization and
context are strictly connected even if applied in
different fields. In general, it is possible to assert that
the ability of exploiting the knowledge of context is
expected to increase the potential of many applications
aimed at delivering services to users (Aaltonen et al.,
2005). In fact according to Prahalad (2004) the ability
to reach out and touch customers anywhere at anytime
does not only mean to deliver competitive products but
also depends on the ability of delivering unique, realtime customer experiences shaped by customer context.
The same customer can adopt different decision
strategies and prefer different products or brands
depending on the context (Bettman 1991, Lussier et al.
1979). According to Lilien and Kotler (1992)
“consumers vary in their decision-making rules
because of the usage situation, the use of the good or
service (for family, for gift, for self) and purchase
situation (catalog sale, in-store shelf selection, and
sales person aided purchase).” Therefore accurate
prediction of consumer preference undoubtedly
depends upon the degree to which we have
incorporated the relevant contextual information. The
importance of including contextual information in

recommendation systems has been demonstrated by
Adomavicius and Tuzhilin (2005). Context has been
considered a central issue for refining the mediation
process within the digital libraries (Neuhold et al.
2002) and also as a driver of user acceptance of digital
libraries (Thong et al. 2004). In both papers the focus is
on making such context explicit (user’s task and needs)
for refining digital libraries use.
In our previous work on context (Gorgoglione, et al.
2006) we addressed the problem of investigating if
contextual information indeed makes a significant
difference in changing customer behavior in ecommerce applications. To this aim we collected not
only the standard purchasing data from the customers
participating in our experiments (what they bought,
where, etc.), but also the contextual information about
the “intent of purchase”. This contextual information
was organized as a hierarchical structure where the root
was the coarser representation of the contextual
information and the leaves represented refined
contexts. After collecting all the purchasing data, we
built predictive models of purchasing behavior for the
cases when the contextual information was known vs.
unknown, and we built many models under different
experimental settings. The most relevant settings for
our work were the degree of contextual information
and the granularity of customer segments. In the first
case, the aim was to evaluate how predictive
performance change at different levels of contextual
knowledge. In the second case, the aim was to evaluate
at which unit of analysis the context effect matters
more. In this prior work we demonstrated that (a)
contextual information matters in the sense that it
facilitates building better personalized models of
customer behavior, and (b) granularity of contextual
information also matters, i.e., the more granular and
more specific the contextual information is, the better
we can model customers’ behavior.
The basic assumption in our previous work was that
contextual information is available for each purchasing
transaction (since we collected it in our experiments).
However, obtaining this contextual information can be
very hard in many e-commerce applications. Therefore,
instead of acquiring this contextual information, one
can try to infer it from the existing uncontextual data
off-line, thus avoiding user intervention in the data
collection process. We will address the question of
inferring the contextual information in this paper.
Once the contextual information is obtained, it is
important to make it useful for predicting customers’
future behavior and studying when these predictions
are the most accurate. This problem relies on building
precise customer profiles, by using different predictive
models and representing context in different ways. This
is another issue that will be discussed in this paper.
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3. RESEARCH QUESTIONS AND METHODOLOGY
In our previous work (Gorgoglione, Palmisano, and
Tuzhilin 2006), we addressed the question of whether
context matters when building predictive models of
user behavior in e-commerce applications. We have
empirically demonstrated that it indeed matters and
provided quantitative measures by how much it matters
under different experimental conditions.
In this paper we address the following questions:
1. Is it necessary to acquire the contextual information
or it is possible to infer it by the existing data?
2. How to exploit the contextual information for
modeling the user behavior?
In the rest of this section, we present our methodology
for answering these research questions. In Bazire and
Brèzillion (2005) a corpus of 150 definitions of context
mainly coming from the Web in different domains of
cognitive sciences and close disciplines has been
analyzed. In the data mining community, context is
defined as those events which characterize the life of a
customer and can determine a change in his/her
preferences, status (e.g., prospect to actual), and affect
the customer’s value for a company (Barry and Linoff,
1997). In the context-aware systems literature, context
was initially defined as the location of the user, the
identity of people near the user, the objects around, and
the changes in these elements (Schilit and Theimer,
1994). In this paper the context is defined as the intent
of a purchase made by a user in a digital store. The
same customer may buy from the same online account
different products for different reasons: a book for
improving his/her personal work skills, a book as a gift
for a partner, or an electronic device for his/her
personal hobby. When the intent of the purchase varies,
the users’ behavior is also supposed to change. As in
the example, this kind of contextual information may
be useful for building better users’ profiles and
providing more accurate recommendations. This
definition seems appropriate in the field of e-commerce
and can be extended to other applications such as
digital libraries as described in section 2.
Since one needs the right type of data to answer those
questions, and this data is not readily available in most
e-commerce applications, we collected our own data
containing rich contextual information, as described in
Section 1, and studied the two main research questions,
stated above, on this data.
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Fig. 1 Data structure with context
Given our definition of context, the problem can be
formulated as follows. Let C be the customer base

represented by N customers. Each customer Ci is
defined by the set of m demographic attributes A = {A1,
A2,…, Am}, and a set of r transactions Trans(Ci) =
{TRi1, TRi2, …,TRir}, where each transaction TRij
performed by customer Ci is defined by a set of
transactional attributes T= {T1, T2, …,Tp}. In addition,
we also have a set of contextual attributes K associated
with each transaction TRir. The table specifying all this
demographic, transactional and contextual information
about customers is presented in Figure 1.
In general the set of contextual attributes K can have a
complex structure reflecting the complex nature of this
information. However, in this paper, we assume that
domain K is defined by a set of q attributes K1,…, Kq
having a hierarchical tree-shaped structure associated
with it. In the tree structure the root represents the
coarsest contextual knowledge while the leaves are the
finest representation of the context, as in Figure 2.
The values taken by attribute Kq define finest (more
granular) degree of contextual knowledge while K1 the
coarsest. For example, a customer Ci can be defined by
the demographic attributes A= {IDuser, Name, Age,
Income}, by the set of five transactions made by Ci,
Trans(Ci)= {TR1, TR2, TR3, TR4, TR5}, each transaction
defined by the transactional attributes T= {ProductID,
StoreID, Price, TransactionTime} and finally by a set
of contextual attributes K describing the context (“the
intent of”) of each purchase.
Personal
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Other
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Partner
Friend

Parent
Other
Friend

Parent

Other

Fig. 2 Tree shaped contextual representation
Finally, the customer base C can be partitioned into
several segments by computing h summary statistics Si
= {Si1, Si2, …,Sih} for customer Ci over the transactions
made by that customer (Gorgoglione, et al. 2006).
A model of customer behavior is defined as:
Y = f (X1, X2,..., Xp )

(1)

where X1, X2,..., Xp are some of the demographic
attributes from A and some of the transactional
attributes from T, and Y is the dependent variable to be
predicted. Function f is a predictive function learned
via different types of machine learning methods. For
instance, one may try to predict in which store the
customer Ci will make a purchase, or which product
will be bought, or the product’s price.
Can we infer context? The predictive models of type
(1) do not assume any contextual information since the
contextual variable K is not a part of these models.
Therefore, we call the models of this type uncontextual. In addition, we define contextual
counterparts of predictive models (1), the model taking
the following form:
Kq = f (X1, X2,..., Xp )
(2a)
KHier = f (X1, X2,..., Xp )
(2b)
These models are used for answering the first
research question formulated earlier in this section. In
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model (2a) and (2b) the dependent variable, i.e. the
variable to be predicted, is the contextual information.
In (2a) a particular contextual attribute is inferred. For
instance, in the coarsest context degree each transaction
is labeled with K1 and in the finest degree of contextual
knowledge with K3. In model (2b) the aim is to
evaluate how the model can infer the whole hierarchy
of context, rather than a single level of contextual
knowledge (each transaction will be labeled with q
contextual attributes K1, K2,…, Kq). For model (2a) f is
a predictive function learned via different types of
machine learning methods while for model (2b) the
predictive function f is defined as a Bayesian network
(Heckerman,1995). We have investigated whether
inferring the whole hierarchy is better than inferring
one degree per time.
Can we exploit context? For answering the second
research question the following contextual user models
will be applied:
Y = f (X1, X2,..., Xp, Kq)
Y = f (X1, X2,..., Xp | Kq)

(3a)
(3b)

Given a set of customer transactions represented by
demographical, transactional and contextual attributes,
the aim is to predict the behavior of the customer. In
model (3a) Kq is used as an independent attribute
together with attributes X1, X2,..., Xp; in model (3b) the
context attribute is used as a latent variable which
means that the context is modeled as a hidden variable,
statistically dependent on variables X1, X2,..., Xp. To
answer the second research question, we compare the
predictive performance of the un-contextual model (1)
and the two contextual models (3a) and (3b). We used
the Naïve Bayes to model function f in (3a) and a
Bayesian network to model f in (3b). In Figure 3 the
structures of the networks are presented as DAG
(Directed Acyclic Graphs). The use of graphical
models for presenting contextual knowledge has been
studied by Sarkar et al. (2005).
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Contextual Model (3a)
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Y = f (X1, X2,..., Xp |Kq)

Bayesian Net

Naïve Bayes

X1

X2

….
K1
…

Xp-1 Xp

X1

X2

…. Xp-1 Xp
Y

Bayesian Net
Kq

X1

X2

…. Xp-1 Xp
Kq
Y

Kq

Fig. 3 Directed Acyclic Graphs per each model
Methodology. As explained in Section 1, we had to
collect data in order to conduct our study since
contextually rich datasets for building personalized
customer models are not readily available. To this aim
we developed a special-purpose browser to help users
navigate a well-known e-commerce retail portal and
purchase products on its site. This browser was made
available to a group of students. Once a product was
selected by a student in order to be purchased, the
browser recorded the selected item, the purchasing
price and other useful characteristics of the transaction.
In addition, the student had to specify the context
(“intent of”) in which the purchase was made. The

resulting number of students having at least 40
transactions was 556, and the total number of
purchasing transactions for these students was 31,925.
For each customer (student) we collected the following
demographic data: age, previous studies, marital status,
and composition of the family, place of living, hobbies
and whether the student owned a car. The car
ownership was used as a proxy for the income. The
transactional data included item purchased, price, day,
time, session duration, number of clicks per
connection, and the time elapsed for each web page.
The intent of purchase i.e. the contextual information
was collected at the beginning of each browsing
session. The overall contextual purchasing options
were defined by the hierarchical structure presented in
Figure 2. After collecting all the purchasing data for all
the students, we built predictive models of their
purchasing behavior in different experimental settings
obtained by varying the following parameters:
1. Degree of contextual information.
2. Granularity of customer segments. 4 units of
analysis have been used ranging from the single
aggregated customer base to segments
3. Types of predictive models. We considered four
different types of data mining classifiers modeling
the function f, (JRip, J48, PART, NBTree).
4. Dependent variables. 3 transactional variables have
been used for predicting customers’ behavior (the
positive or negative ending of each transaction, the
day of the transaction, the store where the customer
will purchase).
5. Performance measures. We used the predictive
accuracy and the area under the ROC curve.
The results of our experiments are reported in section
4.

4. DISCUSSION OF RESULTS
Figures 4a and 4b show the results for the contextual
inference problem. The plots have been drawn
applying the Bayesian Networks models (2b) and the
predictive models (2a). For the predictive models (2a)
we used JRip, J48, PART and NBTree for inferring
each single level of contextual information (K1, K2, K3).
For the Bayesian network model (2b) we used the
Hierarchical Contextual Inference model shown in
Figure 3 that infers the whole hierarchy Khier. The plots
have been built by measuring the accuracy (Figure 4a)
and the ROC area (Figure 4b) performance of
predicting the context (i.e. the contextual attribute is
the dependent variable to be inferred). Those results
have been plotted changing the granularity of customer
segments parameter along the x-axis from the whole
customer base to the individual models of a single
customer. The lines labeled as “context1”, “context2”
and “context3” are the plots of the inference
performance achieved applying the model (2a) per each
degree of context (K1, K2, K3). The solid “Hier BN” line
represents the plot of the performance of the
Hierarchical Contextual Bayesian model (2b) shown in
Figure 3. In both figures the hierarchical model (2b)
clearly outperforms each one of the models (2a),
achieving high performance results, in particular the
accuracy reaches the maximum value of 90% and the
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ROC area reaches the level of 100%. Moreover, we
demonstrated that the differences in performances of
the curves in Figures 4a and 4b are statistically
significant by applying the Friedman test. In particular,
we have tested the null hypothesis that the
performances of each of the four lines of the graphs in
Figures 4a and 4b are equal. For example, we tested
whether the difference in performance between the
lines “context1” and “context2” in Figure 4a is
statistically significant. It turned out that the Friedman
test confirmed that the differences between “context1”
and “context2” curves in Figure 4a and between all
other curves were always statistically significant for the
accuracy with p<0,001 at least. For the ROC area, the
difference between the “Hier BN” and each of the
single context lines is statistically significant
(p<0.0001), while the difference in performance
between each of the lines built with model (2a) are not.
The results statistically support the statement that the
hierarchical inference model (2b) (as shown in Figure
4a and 4b) outperforms the single-level model of
contextual information (2a) and that inferring each
individual degree of context alone is less useful.
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Fig. 4a Inference model accuracy performance per
customer granularity
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Wallis non parametric method to test this hypothesis.
The null hypothesis is that the performances obtained
by (2b) are equal for each unit of analysis (cluster
along the x-axis in Figures 4a and 4b). For example it
means to evaluate whether the 90% accuracy inference
performance achieved for Cluster 10 in Figure 4a is
significantly better than the 80% accuracy for the
whole DB. The differences are always statistically
significant with p<0.001 at least supporting the
statement that customer granularity indeed makes a
difference in performing hierarchical inference models.
For the second research question the aim is to
demonstrate experimentally that it is possible to find
experimental conditions in which contextual
knowledge can be exploited for predicting customers’
behavior. This question will be answered by a
comparative analysis of context-dependent (3a) and
(3b) customers models in different experimental
settings, learned by using the Naïve Bayes model and
the Bayesian network respectively (as represented in
Figure 3). Instead of plotting individual graphs, as in
Figure 4a and 4b, a more concise representation may
be obtained by computing the average values of
performance over the two performance measures
which vary in different ranges, namely [0 , 1] and
[0.5 , 1] for predictive accuracy and ROC area,
respectively. Therefore, a reasonable way to compare
each contextual model (3a) and (3b) to the uncontextual is to compute the relative difference
between the performance values. A positive value
means that the contextual model outperforms the uncontextual.
0.50%

Context - Latent

Single

Latent Context Model

E-retailer DB

-0.65%

Context Model

Cluster100
-3.80%

E-food DB

Cluster10

0.80
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0.70
0.60

-5.00%

0.50
WholeDB

Cluster10

Cluster100

Single

Fig. 4b Inference model ROC area performance per
customer granularity
Moreover, Figures 4a and 4b show that trying to infer
one level at a time does not provide any improvement
when the degree of contextual knowledge increases; for
instance in the accuracy plot the inference of the
coarsest degree of context is higher than finer levels
(“context1” outperforms “context2” and “context3”).
Still another interesting result is that the peak of
performance achieved by the “Hier BN” at Cluster 10
unit of analysis. This result shows that predictive
performance using contextual information peaks at
some level of customer segmentation (e.g., Cluster10
in our case) and decreases afterwards. In addition to
demonstrating that the performance curves in Figures
4a and 4b are statistically different, we also determined
whether the difference in performances for each value
point of the “Hier BN” line vs. other lines are
statistically significant. We have used the Kruskal-

0.00%

5.00%

10.00%

15.00%

Fig. 5 Comparison between latent, naive and the uncontextual model
Figure 5 shows the differences in performance
between all the models. This difference has been
plotted, normalizing at value zero the un-contextual
performance calculated with model (1). The black
column measures the averaged difference in
performance between the naïve contextual model (3a)
and the un-contextual model (1). The grey one is the
difference between the latent contextual model (3a)
and the un-contextual model. Each column is plotted
per level of market granularity (vertical axis). For
example when the unit of analysis is cluster 100 the
latent context model (grey column) is almost 5% better
than the un-contextual (distance from the origin of the
horizontal axis). The white columns measure the
mathematical difference between the naïve contextual
model and the latent contextual model. If the difference
is positive (the contextual model is better than the
latent one) the white column appears on the right side
with respect to the origin of the horizontal axis. As
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Figure 5 shows, the latent model is always better than
the naïve model except for the Single case. Also, the
change in the relative performance of the two models
from -3.8% to +0.5% can be explained as follows. The
latent model is “data hungry” meaning that in order to
leverage the contextual heterogeneity and improve the
predictive performance a certain amount of data is
needed per unit of analysis. In this case the best market
granularity level is at Cluster10. The null hypothesis to
be validated in this case is that the performance of each
of the models are equal, i.e. there is no difference of the
means of the un-contextual model, the latent contextual
model and the contextual model. In all the cases
contextual and latent contextual model outperform the
un-contextual one and this results are statistically
significant with p<0.001 at least.

5. CONCLUSIONS
In this paper, we addressed two questions: (a) to which
extent is it possible to infer the contextual information
from the data and (b) how to utilize the contextual
information for modeling user behavior? For the first
question we conclude, based on the results reported in
Section 4, that:
1. It is possible to infer the context for specific levels
of customer segmentation. However, heterogeneity
induced by the context needs a certain amount of
data for the contextual information to be learned
well by data mining algorithms.
2. The contextual information can be learned
significantly better when it is structured in a
hierarchy, as in Figure 3.
3. The inference results do not improve for finer levels
of contextual information, as Fig. 4a and 4b show.
For the second research question we conclude that:
1. There is a significant improvement in the predictive
performance when the contextual information is
modeled as a latent variable vis-à-vis using it as a
regular independent attribute.
2. There is a specific customer segmentation level that
maximizes the predictive performance. This level
depends on the inner characteristics of the database.
Interpreting the overall results in the light of the
literature on Bayesian probabilistic models leads to
further conclusions. The models (2b) and (3b), relax
the independence assumption of the Naïve Bayes
models, and therefore significantly better capture the
inner dependencies between the attributes and the
context. This leads to better prediction and context
inferences, as our experimental results show. In our
case, we managed to build such as good Bayesian
network for the model (2b) (shown in Figure 3) that it
is not really necessary to explicitly collect contextual
information because it can be inferred reasonably well
from the data anyway, as Figures 4a and 4b show.
Moreover, this inference should be done at the right
level of customer segmentation since both inference
and predictive performances peak at a certain level of
customer segmentation, as Figures 4a, 4b and 5 show
(Cluster10 in our case).
The findings of this research have significant
implications for marketers, data miners and industrial
researchers working on designing real time

personalized application such as digital libraries where
the user context is consider a critical issue. The results
cannot be generalized to every data set, but they
definitely show that companies have different
opportunities to both make context valuable for
improving the predictive performance of users’
behavior and decreasing the costs of gathering
contextual information. The caveat for firms and
managers is that caring about context is not enough:
they have to carefully consider in which conditions the
contextual information gathered is going to be used,
and for which decisions.
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Abstract
The increasing availability of a wide variety of digital libraries provides a heterogeneous population of users with
access to a heterogeneous collection of data. To help users
find interesting items from this huge volume of available information, personalization systems allow users to directly or
indirectly indicate preferences. Such preferences may depend on context, for instance, on the device used to access
information. In this paper, we consider a preference model
that allows users to assign interest scores to pieces of data
based on context. We address the problem of locating interesting data items efficiently by exploiting some form of precomputation. To this end, instead of computing scores for
all data items in all potential context states, we exploit the
hierarchical nature of context attributes to identify representative context states and compute scores for them. This provides users with fast but potentially approximate results. We
discuss this issue and report some preliminary results.

1 Introduction
Nowadays, a rapidly increasing number of organizations,
such as libraries, museums and galleries, organize their collections electronically for making them available to the large
number of Web users. Such collections have varying themes
and may be represented in different ways. The work in [9]
offers a detailed view on how to proceed from the current to
the next generation of digital libraries. Integrating personalization and recommendation systems with digital libraries
would greatly assist users in finding items of interest in this
huge and diverse volume of information [16]. In such systems, users indicate preferences either directly or indirectly.
Various preference models have been proposed, most of
which follow either a quantitative or a qualitative approach.
With the quantitative approach (e.g., [2, 11]), users employ
scoring functions that associate a numerical score with specific pieces of data to indicate their interest on them. With
the qualitative approach (such as the work in [3, 10]), preferences are specified between two pieces of data, typically
using binary preference relations. The work in [12] consid∗ Work partially supported by the Greek General Secretariat for Research
and Technology through PENED 03-ED-591.

ers personalized query results in digital libraries focusing on
posing queries without complete knowledge of the database
schema. The answers of such queries contain not only items
explicitly defined in the queries, but also items implicitly related to them. A recommender system based on user preferences is proposed in [15], where a framework is introduced
for measuring similarity of qualitative preferences.
Motivated by the fact that preferences may depend on
context, contextual preferences have been recently introduced for the quantitative [17, 18] and the qualitative [1, 8]
approach. Knowledge-based contextual preferences have
also been proposed [19]. Context is a general term used to
express the situation of the user at the time of the submission of a query [4]. We use context in a broad sense to indicate any attribute that is not part of the database schema. To
allow more flexibility in expressing preferences, we assume
that context attributes take values from hierarchical domains.
We address the problem of ranking database tuples based
on contextual preferences by using precomputed scores. Assuming that the database is large and only a few tuples are
of interest at any given context state, precomputing a score
for all database tuples for each potential context state would
result in both wasting resources and slow query responses.
Thus, instead, we precompute scores only for interesting tuples and for representative context states. Our method for
computing representative context states exploits the hierarchical nature of context attributes for defining similarity between context states.

2

Contextual Preference Ranking

As a running example, we consider a single database relation with information about the contents of libraries, such
as books and magazines with schema: Content(isbn, name,
category, author, publisher, publication date).
Contextual Preference Model. Context is modeled
through a finite set of special-purpose attributes, called
context parameters (Ci ). Each context parameter Ci is
characterized by a context domain dom(Ci ), that is, an
infinitely countable set of values. In our running example, we consider three context parameters as relevant:
accompanying people, work environment and time
period.
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Accompanying_people
All (L2)

friends family alone date (L1)
Working_environment
All (L2)

Time_period
All (L3)

Working_days Weekend

Holidays (L2)

(M Tu W Th F) (Sa Su) (Summer Christmas Easter) (L1)

university business_office home (L1)

Figure 1. Context Hierarchies.
Similar to [18], we model context parameters using multidimensional hierarchical attributes. In particular, we assume
that each parameter participates in an associated hierarchy of
levels of aggregated data, i.e., it can be viewed from different
levels of detail. We use the notation domLj (Ci ) for the dok
main of level Lj of parameter Ci . A function ancL
Lj assigns
a value of the domain of Lj to a value of the domain of Lk .
2
For instance, ancL
L1 (summer) = holidays. Furthermore,
we use the notation Lj ¹ Lk between two levels to mean
Lj ≺ Lk or Lj = Lk . For n context parameters, a context
state cs is a n–tuple of the form (c1 , c2 , . . . , cn ), where ci ∈
dom(Ci ). Fig. 1 depicts the hierarchies of context parameters of our example. Such hierarchies may be constructed
using for example the WordNet [14].
We use a simple quantitative preference model similar to
the ones in [2, 18]. In particular, users express their preferences for sets of tuples specified using selection conditions
on some of their attributes by providing a numerical score,
which is a real number between 0 and 1. This score expresses
a degree of interest. Value 1 indicates extreme interest, while
value 0 indicates no interest.
Definition 1 (Contextual Preference) Given a database
schema R(A1 , A2 , . . . , Ad ), a contextual preference p on R
is a triple (cs, P red, score), where cs is a context state,
P red is a predicate of the form Ai1 θ1 ai1 ∧ Ai2 θ2 ai2 . . . ∧
Aik θk aik that specifies conditions θi ∈ {=, <, >, ≤, ≥, 6=}
on the values aij ∈ dom(Aij ) of attributes Aij , 1 ≤ ij ≤ d
and score is a real number between 0 and 1.
The meaning of a contextual preference is that in context
state cs, all database tuples t for which P red holds are assigned the indicated score. We use the notation P red[t] to
denote that predicate P red holds for tuple t. We call the set
of contextual preferences a profile P . By CSP , we denote
the set of context states cs that appear in at least one preference in P . Finally, we shall use the notation r to denote a
database (instance) with schema R.
In a given profile, there may be no related preference for a
tuple ti ∈ r in a context state cs. These tuples are assigned a
default score of 0. This is because, we consider preferences
expressed by users to be indicators of positive interest. Consequently, we assume that an unrated tuple is less important
than any other tuple for which the user has expressed some
interest.

In some cases, there may be more than one preference applicable to a specific database tuple, in the same context. Assuming two predicates P red1 and P red2 , we say that P red1
subsumes P red2 , iff ∀ t ∈ r, P red1 [t] ⇒ P red2 [t], i.e., we
say that P red1 is more specific than P red2 . To compute the
score of each tuple at a given context state, we consider only
the most specific predicates.
Definition 2 (Tuple Score) Let P be a profile, cs a context
state and t ∈ r a tuple. Let P 0 ⊆ P be the set of preferences
pi = (cs, P redi , scorei ), such that, P redi [t] holds and ¬ ∃
pj , pj = (cs, P redj , scorej ) ∈ P 0 , such that, P redj subsumes any P redi . The score of t in cs is:
score(t, cs) = maxpi ∈P 0 scorei .
For example, assume the library relation of Table 1 and
a profile with the following preferences: p1 = (family, category = graphic novel, 0.8), p2 = (family, author = Orwell,
0.7), p3 = (alone, category=fiction, 0.5), p4 = (alone, category = fiction ∧ author = Miller, 0.8). In context f amily,
for t1 both preferences p1 and p2 are applicable. Similarly,
both preferences p3 , p4 are applicable to tuple t2 in context
alone. In the first case, no predicate subsumes the other and
the score for t1 is the maximum of the two scores, namely
0.8. Under context alone, the predicate of p4 subsumes the
predicate of p3 , and so, t2 has score 0.8.
Assume a profile P and a database instance r. In general,
when a query q is submitted, we would like to provide the
user with those tuples t in r that have the largest scores for
the context of q. Implicitly, the context of a query is the current context, that is, the context surrounding the user at the
time of the submission of the query. Context may be also
specified explicitly as part of the query. Many times, there
are no preferences whose context state matches that of the
query context. In this case, we would like to use preferences
that refer to similar context states. We extend first the definition of a tuple score to include scores applicable to more
than one context state.
Definition 3 (Aggregate Tuple Score) Let P be a profile,
CS ⊆ CSP be a set of context states, and t ∈ r a tuple,
score(t, CS) = maxcs∈CS score(t, cs).
Now, given that the distance between two context states,
distS , is defined (see Section 3 for our definition), the problem is the following:
Problem Definition. Assume a database instance r, a profile
P and a query q with context state csq . Let CSq ⊆ CSP be
the set of context states cs with the minimum distS (csq , cs),
that is the context states that are the most similar to the context state of the query. The contextual scoring problem is to
find the top-k tuples t ∈ r with the highest scores, computed
as: ag score(t, csq ) = score(t, CSq ).
A solution that involves no pre-computation is to first find
the set of context states CSq , compute the aggregate scores
of all tuples t ∈ r and return the top-k of them. Performance
can be improved by performing preprocessing steps offline.
One approach would be to compute the scores of each tuple

61

PersDL 2007

t1
t2

ISBN
0451526341
1569714029

N ame
Animal Farm
300

Table 1. Database Instance
P ublisher
Author
Category
Graphic Novel George Orwell Signet Classics
Dark Horse
Frank Miller
Fiction

for each potential context state. Assuming a large database
and that only a few tuples are of interest at any given context, finding the top-k tuples for all database tuples for each
context state will result in both wasting resources and slow
query responses. Since, the number of possible context states
grows exponentially with the number of context variables,
we could instead compute the scores for all states that appear
in the profile and then combine the scores of the most similar
ones online.
Since the number of context states that appear in a profile can still be large, in this paper we consider an approach
for finding representative scores to precompute. Our approach constructs clusters of preferences, considering as similar the preferences that have either the same or similar context states. After constructing the clusters of preferences, we
compute for each of them an interest score for each database
tuple that is applicable to at least one preference of the cluster, using the relative to the cluster preferences. Furthermore,
instead of storing scores for all tuples for each cluster, we just
store the scores that are larger than 0. Then, for a submitted
query, we search for the most similar to the query cluster
and provide quickly the top-k results, that is, the k database
tuples with the highest scores.

3 Similarity between Context States
To define the distance between two context states, we define first the distance between two context values. One direct
method to compute such a distance is to find the length of
the minimum path that connects them in their associated hierarchy. However, this method may not be accurate, when
applied to attributes with large domains and many hierarchy
levels (e.g., smaller path lengths for less similar values). For
instance, in our simple example of T ime period hierarchy,
taking into account only the path length, we observe that the
pair of values Christmas, Easter has the same distance
with the pair Christmas, All, while it would probably make
sense for Easter to be more similar to Christmas than All.
Motivated by related research on defining semantic similarity
between terms (e.g., [13]), to compute the distance, we also
take into account the depth of the hierarchy levels that the
two values belong to. We define first the path distance. Let
lca(c1 , c2 ) be the least common ancestor of context values
c1 and c2 .
Definition 4 (Path distance) The path distance distP (c1 ,
c2 ) between two context values c1 ∈ domLj (Ci ) and c2 ∈
domLk (Ci ):
• is equal to 0, if c1 = c2 ,

P ublicationDate
1996
2000

• is equal to 1, if c1 , c2 are values of the lowest hierarchy level and lca(c1 , c2 ) is the root value of their corresponding hierarchy,
• or is computed through the fp function (1 − e−α×ρ ),
where α > 0 is a constant and ρ is the minimum path
length connecting them in the associated hierarchy.
The fp function is a monotonically increasing function
that increases as the path length becomes larger. Furthermore, the above definition of path distance ensures that the
distance is normalized in [0, 1].
Definition 5 (Depth distance) The
depth
distance
distD (c1 , c2 ) between two context values c1 ∈ domLj (Ci )
and c2 ∈ domLk (Ci ):
• is equal to 0, if c1 = c2 ,
• is equal to 1, if lca(c1 , c2 ) is the root value of their corresponding hierarchy,
• or is computed through the fd function (1 − e−β/γ ),
where β > 0 is a constant and γ is the minimum path
length between the lca(c1 , c2 ) value and the root value
of the corresponding hierarchy.
The fd function is a monotonically increasing function of
the depth of the least common ancestor. Again, the definition
of depth distance ensures distances within the range [0, 1].
Having defined the path and the depth distances between two
context values, we define next their overall distance.
Definition 6 (Value distance) The value distance between
two context values c1 and c2 is computed as distV (c1 , c2 )
= distP (c1 , c2 ) × distD (c1 , c2 ).
For example, assuming the values working days and
summer, their path distance is 1 − e−3 ' 0.95, their depth
distance is 1, and so, their distance value is 1 × 0.95 = 0.95.
Given now, the values holidays and summer their distance is (1 − e−1×1 ) × (1 − e−1/1 ) ' 0.39, that means
that the value summer is more closely related to holidays
than to working days. In both examples, we assume that
α = β = 1.
Note that to compute the value distance distV , we use the
independent distP and distD distances. This independency
enables us to combine them in different ways by giving different weights of interest. To do this, we may assign different
values to the constants α, β. In particular, for constant values greater than 1, distance increases, while values within the
range (0, 1) result in smaller distances.
Having defined the distance between two context values,
we can now define the distance between two context states.
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Definition 7 (State distance) Given two context states
cs1 = (c11 , c12 , . . . , c1n ) and cs2 = (c21 , c22 , . . . , c2n ), the state
distance is defined as:
Pn
distS (cs1 , cs2 ) = i=1 wi × distV (c1i , c2i ),
where each wi is a context parameter specific weight.
Pn
The above weights are normalized, such that, i=1 wi =
1. Each weight takes a value according to the cardinality
of its related context parameter domain. In particular, we
assign larger weights to parameters with smaller domains,
considering a higher degree of similarity among values that
belong to a large domain.
It is easy to show that the distance relationship between
context states is reflexive (distS (cs1 , cs1 ) = 0), and symmetric (distS (cs1 , cs2 ) = distS (cs2 , cs1 )). However, it
does not satisfy the triangle inequality (distS (cs1 , cs2 ) ≤
distS (cs1 , cs3 ) + distS (cs3 , cs2 )), because of the semantic
way of defining distances among context values.

the clusters table of scores, we retrieve the k tuples with the
highest scores.
Algorithm 1 d-max Algorithm
Input: A set of preferences with context states csi , a distance value dcl .
Output: A set of clusters.
Begin
1. Create a cluster for each context state csi .
2. Repeat.
2.1 If the minimum distance among any pair of clusters
is smaller than dcl .
2.1.1 Merge these two clusters.
2.2 Else, end loop.
3. Compute the representative context state of each produced cluster.
End

4 Contextual Clustering
To group preferences with similar context states, we use
the d-max algorithm (shown in Algorithm 1). The d-max
algorithm is a hierarchical clustering method that follows a
bottom-up strategy. Initially, each context state is placed in
its own cluster. At each step, the algorithm merges the two
clusters with the smallest distance. The distance between two
clusters is defined as the maximum distance between any two
context states that belong to these clusters. The algorithm terminates when the closest two clusters, i.e., the clusters with
the minimum distance, have distance greater than dcl , where
dcl is an input parameter. Finally, for each produced cluster,
we select as representative context state, the state in the cluster that has the smallest total distance from all the states of
its cluster. Formally:
Definition 8 (Representative context state ) Let cli be a
cluster produced by the d-max algorithm that consists of a
set Wcli of m context states, csij . The representative of cli
is
context state cs ∈ Wcli , with the minimum distance
Pthe
m
j=1 distS (cs, csij ).
Using the d-max algorithm, any two context states
cs1 , cs2 that belong to the same cluster have distance
distS (cs1 , cs2 ) ≤ dcl .
Having created the clusters of preferences, we compute
for each of them an aggregate score for each tuple specified
in any of its preferences (using the definition of the aggregate
tuple score). For each produced cluster cli , we maintain a
relation table cli Scores(tuple id, score), in which we store in
decreasing order only the scores of tuples that satisfy at least
one of the predicates in the preferences of the cluster. That
is, we do not maintain scores for all tuples, but only for those
having nonzero scores, keeping in mind, that the remaining
ones have score equal to 0. Each time a query is submitted,
we search for the most similar cluster or clusters, that means,
for the clusters whose representative context state is the most
similar to the query context state. Then, using the relative to

It is straightforward (by Definition 3) that:
Property 1 Let a context state cs and a set of context states
CS. If cs ∈ CS, then for any t ∈ r, score(t, CS) ≥
score(t, cs).
This means that the score of a tuple computed using the
representative context state is no less than the score of the tuple computed using any of the context states belonging to the
cluster. In other words, if the context state that is the most
similar to the query context belongs to the cluster whose representative context state is the most similar to the query, then
the score that our approximation approach computes for a
tuple cannot be lower than the exact one. That is, we may
overate a tuple, but never underrate it.
To guarantee that the most similar context states belong
to the selected cluster, we may need to check more than one
cluster (not just the ones whose representative context state is
the most similar to the query state). The following property
indicates how (proof omitted due to space limitations).
Property 2 Assume a query q with context state csq . Let
csp be the most similar to csq context state and let
distS (csq , csp ) = d. To guarantee that csp belongs to the
clusters selected for computing the answers of q, we need to
return all clusters with representative context state, say csr ,
such that, distS (csq , csr ) ≤ d + dcl , where dcl is the input
distance parameter of the d-max algorithm.
When more than one cluster are used to compute the top−
k results of a query, we can apply a top − k algorithm (such
as, FA, TA or their variations [6, 5, 7]) to the relation tables
cli Scores of the related to the query clusters.

5

Performance Evaluation

Clearly there is a trade-off between the number of clusters and the quality of the produced scores. To evaluate our
approach, we run a set of preliminary experiments using a
database with 10000 tuples and 1000 contextual preferences.
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Figure 2. (Left) number of clusters and (right) result quality for different dcl values
Context values are selected using a zipf data distribution with
a = 1.5, from context domains with 100 values and 4 hierarchy levels.
In Fig. 2 (left), we present the number of produced clusters with regards to the parameter dcl of the d-max algorithm,
when preferences are expressed with 3 or 4 context parameters. As expected, a large dcl value results in a small number
of clusters. Since we keep tuple scores only for the produced
clusters, this is an indication of the amount of precomputed
information that we maintain.
We also test the quality of the top-k results. In particular, assume that Results(d-max) is the set of the top-k tuples computed using the d-max algorithm and Results(opt)
is the set of top-k tuples computed using the context
states that are most similar to the query. We compare
these two sets using the Jaccard coefficient defined as:
|Results(d−max)∩Results(opt)|
|Results(d−max)∪Results(opt)| . We consider the following
two cases: (i) we use only the most similar clusters, and (ii)
we use all the clusters that are necessary to guarantee that
the most similar to the query states belong to one of them,
according to Property 2. The Jaccard coefficient takes values
between 0 and 1: the higher its value, the more similar the
two top-k tuple sets. We report the results for k = 20 (Fig.
2, (right)). Finally, note that if the set of preferences used to
compute the top-k results is selected randomly, the Jaccard
coefficient is nearly 0.

6 Summary
Digital libraries offer to a heterogeneous population of
users efficient access to a heterogeneous population of data
items distributed across the Web. In this paper, we consider
enhancing such information systems with context dependent
preferences. Context is modeled as a multidimensional attribute with each of its dimensions taking values from hierarchical domains. We address the problem of finding interesting data items based on preferences that assign interest
scores to pieces of data based on context. To this end, instead
of computing scores for all data items in all potential context
states, we exploit the hierarchical nature of context attributes
to identify representative context states.

References
[1] R. Agrawal, R. Rantzau, and E. Terzi. Context-sensitive ranking. In ACM SIGMOD, 2006.
[2] R. Agrawal and E. L. Wimmers. A framework for expressing
and combining preferences. In ACM SIGMOD, 2000.
[3] J. Chomicki. Preference formulas in relational queries. ACM
Trans. Database Syst., 2003.
[4] A. K. Dey. Understanding and Using Context. Personal and
Ubiquitous Computing, 2001.
[5] R. Fagin. Combining fuzzy information from multiple systems. J. Comput. Syst. Sci., 58(1):83–99, 1999.
[6] R. Fagin, A. Lotem, and M. Naor. Optimal aggregation algorithms for middleware. In PODS, 2001.
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A logical framework for intelligent profiling in
multicriteria web pages recommendations
Alessandra Mileo1
Abstract.
The growth of the World Wide Web emphasized the need
of providing some tools in charge of helping users in finding information on the Web, by determining which web pages
on a particular topic would be interesting for them. Development of such tools is strictly related to categorization and
user profiling. We want to focus on how user interests can be
summarized and expressed in a profile, and how this profile
can be specified to support a user browsing the Web.
Our approach is related to learning and it is based on representing and updating the profile through Answer Set Programming. The intuition is that of providing users with a
framework to set and control the multicriteria recommendation policy followed by the system, through a combination of
existing techniques, namely the application of similarity functions, clustering algorithms and utility functions associating
weights to pages.

1

Introduction

The World Wide Web (WWW) is constituted by a large, distributed set of heterogeneous documents that is constantly
changing. Almost anyone provided with an Internet connection may put documents on the Web, making it harder for a
visitor to locate interesting pages exploring all possible paths
where pertinent information can be found. This problem has
been addressed by developing different methods and tools
among which probabilistic approaches [6] and techniques for
data analysis (data mining [4], collaborative filtering [5], clustering, learning).
Considering learning-based approaches to user profiling,
some solutions have been proposed so far: Lieberman (1995)
implemented the user interface agent Letizia, based on tracing past browsing behavior of the user to anticipate his/her
browsing activity and provide suggestions on interesting
links [7]; Mladenić, (1999) developed Personal Web Watcher,
a system that uses machine learning techniques to deduce
user interests and suggest interesting links on the requested
web documents [8]; Pazzani and Billsus (1997) proposed an
algorithm for learning and revising profiles based on machine learning approach [9] where interestingness of unseen
sites was determined on the basis of long-term information
goals and statistical rating on previously visited sites provided
by the user himself. These approaches were strictly domaindependent and did not give the user any control in how data
analysis techniques were applied to obtain recommendations.
We want to provide users with a tool to express such a
control by the extraction of a profile of interests, and the
specification and enforcement of recommendation policies.

In our proposal, a user profile can be seen as containing a
set of user-specific interests (partially set by the user and partially learned by the system) on a set of heterogeneous topics,
and a set of preferences on how to combine recommendation
criteria. The main concept we based this work on is that of
intelligent user profiling, i.e. automatic revision of user’s interests and preferences enforcement in page ranking, through
an inference engine analyzing user’s browsing behavior.
The framework relies on continuity and coherence of a
search/browsing session2 : a user who randomly browses the
Web would not get any significant benefit from intelligent
suggestions proposed by the system.
With this proposal we want to give an idea of how a declarative approach to user profile specification and maintainment
could be a valid way to allow users to control and combine
existing recommendation methods very intuitively.
Section 2 of this paper introduces the general principles
and main features of the framework proposed, exploring details of the architecture components and how they relate each
other. Section 3 presents our conclusions and hints for future
developments.

2

ALBA combines some of the advantages of previous learningbased attempts to profile composition and update. Differently from previous approaches, in this framework the user
profile is related both to user’s browsing behavior and to
a certain amount of initial information related to what
user likes/dislikes, implicitly provided by the user himself.
These additional details about user interests are contextindependent and can be extracted almost automatically, so
that a user is not forced to provide statistical information
or select crucial features. A user profile also contains user’s
preferences on how to apply recommendation criteria.
The formal logical framework for profile specification and
maintainment is that of Answer Set Programming (ASP).
ASP is based on the stable models semantics for Logic Programs proposed by Gelfond and Lifschitz [3, 2] and it can
be seen as bringing together concepts and results from Logic
Programming, Default Reasoning and Deductive Databases3 .
ALBA uses automated commonsense (non-monotonic) reasoning to implement the agent component in charge of reasoning on a dynamic profile. With the term dynamic we refer
to the fact that a user profile should change and be updated
2
3

1
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Adaptive Logic Browsing Adviser
(ALBA)

The term browsing session is related to the browsing activities
in between two subsequent requests of suggestions.
In ASP, a logic program is given a meaning in terms of alternative
models that are i) compatible with the rules of the program and
ii) truth-minimal.
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according to different/new user’s preferences that may be discovered “on the way”. Such preferences can be deduced by
user’s browsing behavior, i.e. user’s previous choices related
to the browsing activity. As a consequence, profile learning
mechanism is to be made dynamic too. To achieve this property, some of the parameters (thresholds) used in the inference
process, are to be updated, as shown in Section 2.3.
In the following subsections we analyze the main components of ALBA Framework, and identify their interactions
with the user during browsing activity.
A complete schema of ALBA is shown in Figure 1.

2.1

User’s Initial Profile

A user is supposed to provide an initial set of preferences that
can be classified into preferences on i) sources and ii) reasons,
stored in a local file which is loaded as soon as the system is
run.
Preferences on sources are represented by a set of pages (in
form of URL addresses) considered interesting by the user.
These pages can be a subset of all pages that are included
among the favorites links in the browser menu. Preferences
on sources are written as a set F of m facts of the form:
F ={

browser
P

Web

ask for
suggestions

cache

Requests
Handler

acquire
Initial profile

update

Page P

Definition 1 fi : P × Plink 7−→ R
In this first proposal, three reasons to recommend a link are
considered: the first one refers to the application of a generic
similarity function, the second one expresses how pages are
correlated with interesting pages as a results of a clustering
process, and the last one combines both criteria and is centered on utility evaluation. These set of methods is not exhaustive and can be extended to consider other interesting
approaches to page ranking.
A user can specify an order among this functions by dragging and dropping their indicator names into ordered slots. As
a result, each function fi is associated to a value p(fi ) ∈ N
that will be used by the Adviser component as detailed in
Section 2.4.
Preferences on both sources and reasons are merged in a
current search profile instance as soon as ALBA is run.

2.2

f av(U rl1 ).
...
f av(U rli ). }

Facts in F are part of the basic knowledge (Knowledge Base
or KB ) the system has about the user.
When a user asks ALBA for suggestions, the initial profile
is enriched with new predicates and facts derived from user’s
browsing behavior as detailed in Section 2.2, so that the profile
is constantly updated according to evolution and specification
of user’s interests during a browsing session.
user

We associate each reason for recommendation to a function fi (P, Pj )4 representing a relation among the content of
the current page the user is visiting, P , and the set Plink of
contents of each page linked by P , namely P1 , . . . , Pj . Function fi can be formally defined as follows:

Logger

Adviser

Log file

Learner
ASP

rule
extractor

Log file filtering

Whenever the user asks ALBA for recommendations on interesting links of a page, a rule extractor analyzes information
contained in the log file and extracts the meaningful ones to
update the profile before ranking pages.
Which actions should be considered meaningful, and consequently used to update the profile, is a crucial issue in this
context. Previously developed systems such as Letizia [7] did
not have any filter: any of the user’s actions were considered
important and used for profile updating. Anyway, a user may
perform several kind of actions mostly unrelevant in determining user’s interests in a specific topic, and it is not always
trivial to determine which of the user’s activities are related to
a particular interest or not. That’s the reason why we decided
to select a reduced set of actions among those traced by our
logger tool5 . Such actions are then automatically rewritten as
logic predicates and passed to the Learner for the inference
process.
The filtering mechanism considers meaningful the following
actions (this set can be extended):
i. visiting an U rl with a frequency N of times and with an
average dwell time D;
ii. adding/removing an U rl to/from the list of favorites at a
given time T ;
iii. following/not following a suggestion proposed by ALBA
with a frequency N , respectively clicking/not clicking on
link U rl.

Log infos
current search profile

ALBA

Figure 1.

Structure of ALBA browsing assistant

Such actions are represented by the following predicates,
respectively:
i.
vis(Url, N, D)
ii.
add(Url, Time) / rem(Url, Time)
iii. foll(Url,N) / disc(Url,N)
Any other action is filtered out.
4
5

Preferences on reasons can be defined by the user in form
of ordering relations on the criteria according to which a page
can be recommended by ALBA.

Besides that, each reason is also associated to a name and to a
short description the user can refer to.
There
are
several
freeware
and
shareware
tools
for
activity
logging
that
may
be
found
at
http://www.sharewareconnection.com/titles/activitylogging.htm.
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We call A the complete set of predicates representing meaningful actions extracted from the log file. The initial set of
facts F representing the profile, is thus extended to

by user’s browsing behavior. When a page is inferred to be
uninteresting, the default mechanism allows us to detect an
exception to default by applying the rule:

Flog = F ∪ A.

n int(U rlj ) :− unint(U rlj ).

2.3

Learner component

The predicate unint(U rlj ) can be derived in three cases:

The Learner component is in charge of:
• evaluating Flog through the ASP solver Smodels;
• updating the profile by using information from the log file,
filtered by the rule extractor;
• updating threshold parameters in deduction rules on the
basis of user’s response to suggestions provided by applying
some heuristics;
Parameters update makes the framework adaptive in the
sense that it allows to adapt the learning process to different
users as well as to a user that changes or specifies his/her
topic of interests from one search session to the other.
When boolean preferences6 are specified, a page is classified
in the profile to be either interesting or uninteresting. The
page located by U rlj is in the list of favorites if U rlj ∈ F ,
or if the log file traced that it has been added to the list
of favorites during browsing; in the latter case, f av(U rlj ) is
inferred by applying a rule of the form:

i) U rlj has a frequency N of visits, with an average dwell
time D lower than a given minimum ǫ;
ii) U rlj has been suggested by ALBA and the user discarded
the recommendation with a frequency N greater than a
given minimum M ind ;
iii) U rlj has been removed by the list of favorites at time T
and not added again later.
The correspondent rules in the Learner are as follows:
unint(U rlj ) :− vis(U rlj , N, D), D < ǫ.
unint(U rlj ) :− disc(U rlj , N ), N > M ind .
unint(U rlj ) :− rem(U rlj , T ), not add(U rlj , T 1), T 1 > T.
In addition, a consistency constraint of the form:
:− int(U rlj ), n int(U rlj ).

f av(U rlj ) :−add(U rlj , T ), not rem(U rlj , T 1), T 1 > T. (1)
which represents the fact that link U rlj is in the list of favorite
for the current session if the log file reveals it has been added
to favorites at time T and not subsequently removed7 .
All facts in the extended profile Flog , together with rule (1),
are used to infer if a page is to be considered interesting, by
applying a default rule of the form:
int(U rl) :−not n int(U rl), f av(U rl).

(2)

where not is to be intended as negation as failure. The fact
that a page is considered interesting can be inferred also according to user’s behavior as follows:
i) if link U rlj has a frequency N of visits with an average
dwell time D greater than a given minimum ǫ, or
ii) if the user reached U rlj by following a recommendation
from ALBA with frequency N greater than a given minimum M inf ,
then the page located by U rlj is supposed to be interesting
to the user.
These reasons are represented in the Learner by the following rules, respectively:
int(U rlj ) :−not n int(U rlj ), vis(U rlj , N, D), D > ǫ.
int(U rlj ) :−not n int(U rlj ), f oll(U rlj , N ), N > M inf .

Rules (1) and (2) above indicate that, by default, all pages
located by links that are in the list of favorites are interesting. This holds unless uninterestingness of a page is inferred
6

7

(3)

In this preliminary prototype of the system, we only consider
boolean preferences, but all general principles apply also to
ranked preferences.
Information in the log file are deleted as soon as they have been
used by the previous call to ALBA. So, if we name T ′ the instant
in which ALBA loaded log file infos the last time, possible values
for T are such that T > T ′ .

(4)

is added to assure that a page cannot be considered both
interesting and uninteresting at the same time.
The Learner component uses the solver Smodels8 to compute a solution S. This solution is a set of predicates where for
each link U rlj either the predicate int(U rlj ) or the predicate
n int(U rlj ) holds, and it is used to update the initial profile
accordingly for the following request of suggestions.
Maintenance and use of such a simple profile of interests is
expected to allow more precise profiling compared to previous AI-based approaches mentioned so far, where either the
unfiltered browsing activity or user profile specification was
used.
Adaptivity of the system also lays in the Learner ability of
changing thresholds on the basis of user’s responses (positive
or negative) to recommendations proposed by ALBA. Values
for parameters ǫ (expressed in milliseconds), M inf (integer)
and M ind (integer) are initially set by the system and then
revised one time for each browsing session.
Parameters are updated according to some simple heuristics, among which:

• the less the user stays on a web page before accepting it,
the smaller ǫ should be;
• the more often the user discard a suggested page, the
greater M ind should be;
• ...

2.4

Adviser component

The Adviser component adds suggestions on links of a page
the user asked recommendations for. This process consists of
four phases that will be detailed below. We refer to U rli as to
an URL, while P (U rli ) refers to the content of the page located by U rli , Pi refers to the content of page Pi and U rl(Pi )
is the URL locating page Pi .
8

http://www.tcs.hut.fi/Software/smodels/
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Clustering:
U rli represents URLs considered interesting to the user; U rli
together with page P user asked suggestions for, and the Pj
pages pointed by P at the first level of depth, are clusterized
on the basis of a similarity function (e.g. cosine similarity)
whose value, s(P, Pj ), is stored in a table; a boolean function cl(Pi , Pj ) indicates that pages Pi and Pj are in the same
cluster.

Page Ranking:
current page the user is visiting (P ), as well as all pages Pj
the user can potentially browse from there, are given a weight
Wj 9 . Let us consider two sets:
W Cj = {U rli |
W Ij = {U rli |

P (U rli ) is in the same cluster as Pj
and int(U rli ) ∈ Flog }
(P (U rli ) contains U rl(Pj ) or
Pj contains U rli )
and int(U rli ) ∈ Flog }

to correlation functions fi , and each element sji in the matrix
is the result of fi (P, Pj ).
Once computed, matrix S is multiplied by a correlation
matrix C ∈ N i×i which is a diagonal matrix where elements
dii of the diagonal correspond to the weights of fi according
to preferences on sources expressed by the ordering relation
on fi , i = 1..3 defined in Section 2.1.
By this operation, a weighted similarity matrix Ws ∈ N j×i
is obtained.
Each row j of Ws is associated a value rj which is a linear
combination of elements in the row. This value is then used
to rank pages. Let us now clarify how the Adviser works by
an example.
Example 1 User has asked ALBA agent suggestions on links
of page P0 , containing U rl(Pj ), j = 1..4. The Learner
component has induced four interesting sources for which
int(U rli ), i = 1..4 holds11 .

W Cj and W Ij represents two orthogonal evaluation of the
interestingness of a page Pj w.r.t. the general set of user’s
interests (int(U rli ). Wj is now expressed by the sum of the
cardinality of the two sets defined above10 :
Wj = |W Cj | + |W Ij |

(5)

Computing similarities:
results of the precedent phases are used to compute correlation functions according to which suggestions are added to
the original page P , before returning it to the user.
In our first idea, there are three correlation functions representing reasons for recommendation:
1. f1 (P, Pj ) is related to the similarity between the two pages,
as returned by the clustering process:

 s(P, Pj )
if cl(P, Pj )
f1 (P, Pj ) =
 0
otherwise
2. f2 (P, Pj ) combines results of the clustering process and interestingness of the page:

 W Cj
if cl(P, Pj )
f2 (P, Pj ) =
 0
otherwise
3. f3 (P, Pj ) refers to the supposed increment of interests of
page Pj w.r.t. P :

 Wj − W0
if Wj > W0
f3 (P, Pj ) =
 0
otherwise

Figure 2.

Example 1: page ranking

Given s(Pi , Pi ) = 1, s(P0 , P3 ) = 0.92, s(P0 , U rl4 ) =
0.87, s(P1 , U rl1 ) = 0.7, s(P1 , U rl2 ) = 0.8, s(P2 , U rl3 ) =
0.9, s(P3 , U rl4 ) = 0.7812 . Suppose the clustering algorithm
gives four clusters: Cl1 = {P1 , P (U rl1 ), P (U rl2 )}, Cl2 =
{P2 , P (U rl3 )}, Cl3 = {P0 , P3 , P (U rl4 )} and Cl4 = {P4 }.
Figure 2 shows clusters and weights associated to each page.
As a result of the clustering process, only page P3 is in the
same cluster as the original page the user is visiting, P0 .
Correlation functions are now computed:

 s(P, Pj ) = 0.92
if j = 3
f1 (P, Pj ) =
 0
otherwise

 W Cj = 1
if j = 3
f2 (P, Pj ) =
 0
otherwise

 Wj − W0 = 2
if j = 4
f3 (P, Pj ) =
 0
otherwise

Values of correlation functions are disposed in a similarity
matrix S ∈ N j×i where the j rows correspond to linked pages
Pj to be eventually recommended, the i columns correspond

and put in a similarity matrix S as described above.

9

11

Note that the original page user is visiting, P , could be identified
by index j = 0 while computing the weight to be assigned to it.
10 This is just a possibility, as the two evaluations could be combined in a different way or be included in different correlation
functions.

In this case the number of pages linked by P is the same as the
number of interesting links. This happens only in this examples;
ranges of the two indexes can generally be different.
12 Similarity results for the remaining combination of pages are
filtered out cause they are lower than a given minimum.
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Preferences on reasons are given by p(fi ), i = 1..3 and
disposed in a correlation matrix C. Their value corresponds to
their position in the n ordered slots (we consider p(fi ) placed
in the k-th slot as corresponding to p(fi ) = n−k +1). Suppose
the user expressed the order f1 ≻ f3 ≻ f2 . The correspondent
weighted similarity matrix S · C = Ws is thus obtained as
follows:
 
0
0 0
p(f1 )
0 0  
 0
0
Ws = 
·

0.92 1 0
0
0
0 2


0
0
0
0
0
0


 0.92p(f ) p(f )

0
1
2
0
0
2p(f3 )


0
p(f2 )
0


0
0  =
p(f3 )

We have that p(f1 ) = 3, p(f3 ) = 2 and p(f2 ) = 1. To define
the ranking value rj for page Pj we use a linear combination
of elements of the j-th row of Ws as follows:
rj =

3
X

wji

i=1

so that r1 = r2 = 0, r3 = 2.76 + 1 = 3.76, and r4 = 4.
This final values are used to rank pages pointed by P . Note
that P3 is less preferred than P4 despite its being in the same
cluster as P0 . This is due to the combination of two factors:
first, correlation between P0 and P3 is not as substantial as
the increment of interestingness the user could get in visiting
page P4 ; second, function f3 combining interestingness of a
page and similarity metric, is not much less preferred by the
user than f1 , based on similarity only; as a consequence, due
to the preferential nature of the multicriteria framework, page
P3 is slightly less preferred than P4 because browsing through
it results in a significant increment of interestingness for the
user, although P3 is more similar to P0 than P4 . A different
order on functions fi would affect this result.

Adding suggestions:
Once all values rj has been computed for each page Pj , suggestions are added to P and a modified version of it, P ′ , is
returned to the user. ALBA returns a ranked list of URLs as a
result of evaluating correlation functions. To provide a meaningful P ′ , the idea is to associate the original page P with a
pop-up window where all URLs in P are presented in an ordered list according to the results of ranking, so that the user
can directly access to them by clicking on the correspondent
link13 .

3

Conclusions and Future Work

Adaptive Logic Browsing Adviser (ALBA) is proposed as a
framework for users to specify and update a profile of interests
and non trivial recommendation policies.
Although no prototype is available for complete validation
yet, we believe that a user profile combining general interests
and recommendation policies can be useful to increase system performance especially when user is not confident with
the search topic and with the recommendation methods applied. The behavior of the whole system, however, depends
on the combination of techniques applied for clustering and
computing similarity.
13

Alternative solutions could be considered.

The system is expected to be very flexible as it can be
integrated with modern recommendation techniques as soon
as they are developed, not affecting the effectiveness of its
intuitive use for profile specification.
Non intrusiveness is granted by the fact that initial user’s
interests are extracted almost automatically: no complex statistical information, or features selection are needed.
Profiling activity performed by ALBA is user- and
interaction-oriented, in that only recent browsing activity of
the user is considered for profile extraction and update. It
would be interesting to allow users to combine and compare
results of the application of their preferences in recommendation policies: as an example, in a research group the interests
of each member, represented by W Cj and W Ij , could give the
others an immediate and intuitive idea of the related topics
that are being investigated for that specific research context.
Correlation functions could potentially be n14 ; this would
generate a n-dimensional matrix expressing more complex recommendation policies. In this respect, we want to consider
different sets of correlation functions (e.g. treating W Cj and
W Ij separately), test more complex heuristics for parameters
update and study non-linear combination of elements determining the ranking value rj .
Recent interest related to preference specification in AI and
logic programming [10, 11] suggests an extension of our solution to cases in which a more complex profile needs to be
specified expressing a preferential order on the different rules
that can be applied to infer interestingness of a page or quantify interestingness of a page to some degree [1].
All these aspects represent material for developments we
want to investigate in a future paper, where more detailed
experimental results will be also provided in order to evaluate
effectiveness of this approach and provide significant empirical
data.
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Abstract

From the point of view of users, the Web is
a growing collection of large amount of information, and usually a great portion of time is needed
to look for and find the appropriate information.
Personalization is a possibility for the success of
the evolving of a Web infrastructure. A customer
or a visitor who finds easily what he was searching
for is a customer or a visitor that will return. For
this reason, Web sites are created and adapted to
made contents more easily accessible, using profiles found to make recommendations or to target
users with ad hoc advertising. An ideal environment would dispose of exact history and information about a user, permitting to know his tastes
and information needs.
A way to evaluate the effectiveness of a Web
site and its information access tools is through the
mining of web log files. In fact, the three main approaches to evaluate an information access service
are:

The analysis of Web log files may give information that are useful for improving the services
offered by Web portals and information access and
retrieval tools, giving information on problems occurred to the users.
This study reports on initial findings on a specific aspect that is highly relevant for personalization services: the study of Web user sessions.

Categories and Subject Descriptors
H.3.m [Information Storage and Retrieval]: Miscellaneous; H.2.8 [Database Management]: Database Applications — Data Mining.

General Terms
Experimentation, Measurement, Algorithms.

• the studies based on test collection analysis,
the so-called “Cranfield approach” [3],

Keywords

• the user studies, and

Data mining, Web log mining, User session
analysis.

1

• the analysis of log data.
The collaboration with The European Library1 ,
a service born to offer access to combined resources (such as books, magazines, and journals
– both digital and non-digital) of 47 national libraries of Europe, gave us the possibility to start
a project for the analysis of the data contained in
the log files of The European Library Web servers.
The European Library is a service set up by the
Conference of the European National Librarians
(CENL)2 .
One of the scope of the study is to evaluate
the information access service to give recommendations for developing possible future personalization services. The log data used for the present

Motivations

Web log file analysis began with the purpose
to offer to Web site administrators a way to ensure adequate bandwidth and server capacity to
their organization. This field of analysis made
great advances with the passing of time, and now
e-companies seek ways to use Web log files to obtain information about visitor profiles and buyers
activities [4]. The analysis of Web log may offer
advices about a better way to improve the offer,
information about problems occurred to the users,
and even about problems for the security of the
site. Traces about hacker attacks or heavy use in
particular intervals of time may be really useful to
configure the server and adjust the Web site.

1 http://www.theeuropeanlibrary.org/
2 http://www.nlib.ee/cenl/

1
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The reason for the choice of the couple of IP
address and user-agent as identifiers is to distinguish different users coming from the same proxy.
Different people using the same proxy result in requests done by the same IP, despite of the real
identity of the clients. The introduction of the
user-agent permits to differentiate more clearly
the source of requests.
Empirical observations showed that there are
high chances that different users are accessing the
Web site when an amount of time greater than
fifteen minutes passes between two requests from
the same client.
With data so organized, it is possible to generate statistics about the visitors of the Web portal
which can be used by a Web master in order to
offer personalized information to the user.

analysis refer to the collections from 27 out of
the 47 national libraries that were full partners
at the moment of the analysis. The aim of this
paper is to report on initial findings on a specific
aspect that is highly relevant for personalization:
the study of user sessions. To reach this aim Section 2 reports on the proposed approach to address
the problem, Section 3 reports on the initial analysis of experimental data, and finally Section 4
gives some final remarks and indications for the
continuation of the work.

2

Approach

The extraction of the data from Web logs gives
access to information that have to be managed
efficiently in order to be able to exploit them for
analyses.
The solution we have developed is based on
database management methods which permit the
definition of an application which maintains and
manages the necessary data. The specifications
of the proposed solution were presented in [1].
The database and the application which have been
developed enable separation of the different entities recorded and facilitate data-mining and ondemand querying of the log data.
We concentrate our attention here only on
deriving the information on user sessions from
the analysis of the HyperText Transfer Protocol
(HTTP) requests made by clients, grouped in sessions, using a specific heuristic.
A request represents the data of the HTTP request that are recorded in the Web log files. A
session is a particular set of requests made in a
certain interval of time by the same client. Sessions are found, when information about sessions
are not available, as in our case, through empirical
rules, the heuristics.
Organizing the HTTP requests in a single session permits to have a better view of the actions
performed by visitors. A procedure, named “session reconstruction”, may be used in order to map
the list of activities performed by every single user
to the visitors of the site. We used a heuristic that
identifies a single user with the pair IP address and
user-agent, and permits only a fixed gap of time
between two consecutive requests. In particular,
a new request is put in an existing session if two
conditions are valid:

3

Experimental Analysis

Experimental analysis was performed on the
available Web log files, that correspond to eleven
months of The European Library Web log files,
starting from October 31st 2005 to September
25th 2006. We stopped the analyses before
September 26th since, from that day, the records
in the log file slightly changed in order to incorporate new data (such as cookies and track sessions).
The structure of the log file record is conform to
the W3C Extended Log File Format [5].
The analyses, that are presented in the following, cover software tools such as operating systems
and browsers used by clients, sessions in terms of
daily distribution, and time intervals per number
of HTTP requests.
The numbers we are reporting include all the
requests and sessions, even those ones which can
belong to automatic crawlers and spiders.
A total of 25,881,469 of HTTP requests were
recorded in the log files of the eleven months. Table 1 reports the distribution of HTTP methods
which are present in the log files.
During this period, according to the heuristic we chose, 949,643 sessions were reconstructed.
These numbers suggest that each client makes on
average 27.25 accesses per session. The number of
distinct pairs IP address and user-agent is equal
to 285,158.
Figures 2a and 2b show the distribution of the
operating systems and the browsers used by visitors respectively.
It is possible to see how the products of Microsoft are by far the most used by visitors of The
European Library portal: Windows alone is used
by about 75% of the users; this tendency also affects the situation found in Figure 2b, with In-

• the IP address and the user-agent are the
same of the requests already inserted in the
session [6],
• the request is done less than fifteen minutes
after the last request inserted [2].
2
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For sessions with more than 25 requests, plot on
the right part of the figure, we chose a finer grain
for the time interval of the length of sessions: 10
seconds for each interval, apart from the last row
where the sessions that last more than 60 seconds
are represented. Many sessions have less than 50
requests.
Nevertheless, there is a sizeable number of sessions, corresponding to the 16% of sessions, which
last more than 60 seconds regardless of the number of requests per session. It is interesting to note
that 12% of the sessions contain more than 50 requests. An analysis of the sessions with more than
100 requests has been computed separately, since
we believe that these sessions are valuable for the
analysis of users for personalization purposes. The
results are shown in Figure 1. It is worth to note
that the subset of sessions which last from 2 to 30
minutes is the biggest.
An experiment which is currently under investigation concerns a controlled study of a group
of users who have been asked to freely crawl and
navigate The European Library Web site and, after that, to fill in a questionnaire provided by The
European Library to report and describe their impressions. The goal is to combine the data of the
sessions of the people which have compiled the
questionnaires, data which are present in the Web
log files, with those that have been reported in
the questionnaires with the aim of gaining insights
from data on user sessions and judgements in the
questionnaires to be used for personalization purposes.

Table 1: Number of HTTP requests for each
method.
HTTP method total number
CONNECT
2
LINK
6
PROPFIND
760
PUT
3,640
OPTIONS
3,779
HEAD
33,770
POST
844,058
GET
24,995,454
Total
25,881,469

ternet Explorer as the most used browser. However, we noticed a significant increase in the use
of Mozilla Firefox, compared to what we found in
a preliminary analysis of a sample of the initial
months of the logs (from November 2005 to January 2006) as reported in [1].
In Figure 3a, we present the number of sessions
per hour of day. The distribution is the one expected for European countries, considering that
the time recorded by the server refers to the Central European Time: a higher activity during the
day compared to the one during the night.
In Figure 3b, the number of sessions per HTTP
request intervals are shown. Sessions with less, or
exactly, 25 requests are the 75% of the total number of sessions. This means that the great majority of sessions have a small number of requests.
Sessions with more than 100 requests are only the
6% of the total, but those sessions play an important role in the study, since they may belong to
deep browsing of the portal.
Because of this peculiar uneven distribution, we
carried out a further analysis on the study of sessions according to both the number of requests
and the length of the session. In Figure 4, a
barplot which relates the number of requests per
session to the length of sessions, computed in seconds, is shown. In order to make the barplots
visible and clear enough, we split the figure in two
parts: sessions with less than, or exactly, 25 requests (plot on the left side), and sessions with
more than 25 requests (plot on the right side).
For the first set of data, we divided the intervals
of the length of sessions into: less than, or exactly,
20 seconds, between more than 20 and 40, and
more than 40 seconds. The analysis shows that
sessions with less than 25 requests are very short,
in terms of number of seconds, with very few exceptions. It is still under investigation the study
of this minority, that represents sessions with few
requests which are sent very slowly.

4

Conclusions and Future Work

In this paper, we presented a preliminary analysis of eleven months of The European Library Web
log data, according to a methodology for gathering
and mining information presented in [1]. The aim
of this work was to report on initial findings about
the study of user sessions which have been reconstructed by means of heuristic methods, since no
personal data was available to track each user.
The heuristics used to identify users and sessions suggested that authentication would be required since it would allow Web servers to identify
users, track their requests, and more importantly
create profiles to tailor specific needs. Moreover,
authentication would also help to solve the problem concerning crawlers accesses, granting access
to some sections of the Web site only to registered
users, blocking crawlers using faked user agents.
As a follow up of the cooperation with The European Library, the Office of The European Library has implemented the changes, that the re3
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Figure 1: Sessions per time-intervals in seconds with respect to the number of requests per session. The
reported sessions are those with at least 100 HTTP requests.
filing” In DELOS Conference 2007. Working
Notes. Pisa, Italy, 2007, pp 121–132.

sults of the analysis here reported were suggesting, in its HTTP server logging system (September 2006) and that The European Library Office
has also established a user authentication procedure (since August 2006).
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Figure 2: Web log general statistics concerning HTTP requests.
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